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Lay Summary

Open banking legislation provides a framework under which, given the customer permission,

financial institutions share information about customers, such as account information and trans-

actions, with each other and, in some cases, with third parties. This paradigm shift in the way

financial institutions can access information has far-reaching implications. For example, finan-

cial institutions in the UK have access to information on all UK accounts of their current and

potential customers. This gives them a detailed overview of an individual’s personal finances,

and allows them to offer and provide services with an unprecedented level of personalisation

and accuracy. Open banking, with all its promises to innovate and improve the financial sector,

brings with it a host of new challenges that need to be addressed by novel statistical learning

techniques. In this work, we develop ways to use newly available open banking-type data for

personal finance analysis and market segmentation. The first statistical method developed here

allows the comparison of the finances of a particular individual with the finances of a compari-

son group based on common characteristics. This can be done both in a given time period as

well as over time. The identification of market segments is the focus of the second main topic

of this thesis. The aim of is to assign individuals to homogeneous customer groups. Existing

state-of-the-art methods can provide cluster solutions. However, they suffer from two major

drawbacks. Using all available information existing methods will most likely create the same

number of groups for each variable under consideration. For example, if age and income are

used for customer segmentation, the number of customer groups with similar income will be the

same as the number of groups of people with similar age. This seems rather arbitrary, and not

reflective of reality. Furthermore, existing state-of-the-art models are computationally inten-

sive for large datasets. To fully harness the richness of open banking-type data novel statistical

learning tools are needed. The here proposed Reign-and-Conquer clustering segmentation al-

gorithm allows the number of customer groups to vary across variables, while at the same time

being computationally feasible. This thesis contributes to the development of new methods for

solving statistical learning problems in an open banking context. The time-varying comparative

mean value as well as the Reign-and-Conquer clustering algorithm presented here are tested

and illustrated on both simulated and real data. We apply the methods to open banking-type

datasets and highlight their uses and benefits for a new era of personal finance data analysis.
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Abstract
This thesis develops novel statistical learning methods motivated by open banking-type data

as specified in European Commission (2018) legislation. Open banking legislation provides a

framework under which, given the customer permission,financial institutions share certain in-

formation about customers, such as data on accounts and transactions, among themselves, and

in some cases, with third parties. The scale and nature of this newly accessible data poses

challenges for private, non-profit and government institutions. This thesis introduces new sta-

tistical methods that address some of the identified challenges in the analysis and use of open

banking-type data.

First, we propose an approach for comparing a specific reference subject (e.g. a customer of

a financial institution or a user of a financial application) to a comparison group, defined via

covariate truncation. The time-varying comparative mean value is developed here as a statisti-

cal method that learns about the dynamics governing how the response of a reference subject

differs from that of a comparison group. We take advantage of local polynomial regression to

provide a smooth estimator for the time-varying comparative mean value. By contrasting a

specific customer against similar customers, our method offers interesting diagnostics that can

be used by financial institutions to recommend personalised services, such as financial advice

and products.

Another contribution of this thesis is the development of a clustering/market segmentation

method that takes advantage of the positive attributes of model-based clustering, while address-

ing some of its pitfalls. Standard model-based clustering is likely to result in the same number

of clusters per margin. This seems to be a rather fictitious assumption for a wide range of situa-

tions to model. Model-based clustering is also computationally intensive for large datasets. The

here developed Reign-and-Conquer clustering addresses both of these drawbacks by modelling

margins separately, allowing for different number of clusters on each margin, whereupon the

joint is reconstructed using an game theory inspired algorithm. Since the method specifies only

marginal models, it is partially parallelisable and therefore computationally appealing for large

datasets, such as open banking-type data. Practical application and overall good performance

are demonstrated on both artificial and real data scenarios.

This thesis concludes with a discussion of the here introduced methods, their potential exten-

sions and opportunities for future research.
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Chapter 1

Introduction and Motivation

This Chapter introduces open banking, which is the motivation and starting

point for the concepts developed in this thesis.

1.1 Open Banking

In the following, we offer a snapshot of the fields of open banking (OB) and fintech, focusing

on the aspects related to the motivation for our research. The rapidly developing literature

on these areas is difficult to review in a few paragraphs, given the interest in the subject from

a variety of fields ranging from computer science (Gomber et al., 2018; Wang et al., 2020),

financial services (Mention, 2019), regulatory technologies (Buckley et al., 2020) to healthcare

(Stranieri et al., 2021). Fintech and OB are seen as game-changing and disruptive innovations

(Lee & Shin, 2018; Nicoletti et al., 2017; Omarini, 2018), providing opportunities and challenges

for financial institutions, consumers, academics, regulators and governments alike.

The OB digital revolution is an initiative spearheaded by several countries, such as Australia,

the US, the UK and the EU, with the latter embracing OB in the form of PSD2 legislation

(Brodsky & Oakes, 2017; European Commission, 2018; He et al., 2020). The introduction of

OB goes hand in hand with the currently expanding field of fintech. There is no universally

accepted definition of fintech, but as (Mention, 2019, p. 9) points out, ”Whatever it is, fintech

is here to stay”.

Fintech and OB are transforming the financial services sector (Nicoletti et al., 2017), with one

of the main objectives being to enhance customer experience (Gomber et al., 2018). This has

led to a surge of interest in designing customer-centric fintech services (Breidbach et al., 2019),

with personalisation of these services being key to the success of OB.

Trendsetters such as Facebook (Cheng & Zagat, 2019) are already seizing upon the opportuni-

ties stemming from subject-to-group comparison in an OB context, i.e. differentiating between

a reference subject and similar customers. These new technologies are aimed directly at con-

sumers and therefore need to be intuitive and easy to interpret. In addition to industry demand,
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Figure 1.1: MD Data: Overview of financial institutions in the analysed MD data.

developments in fintech and OB have been accelerated by innovations in machine learning, ar-

tificial intelligence and related fields (Mention, 2019).

However, little has been done so far to address these new challenges from a statistical per-

spective. This thesis aims to fill this methodological and applicational gap by providing novel

statistical learning methods that deliver useful, intuitive and easily interpretable OB-based

results that can be used by institutions and clients alike.

1.2 Money Dashboard OB-type Data

Money Dashboard (MD) is a UK financial services provider that supplied the OB-type data for

the purposes of this thesis. Among other services, MD provides customers with an overview of

their categorised spending, budgeting and other personal accounting information. MD provides

these services via an application. Further details on the business lines of MD can be found at

www.moneydashboard.com

This thesis analyses data of 10, 689 MD application users in the years 2017 and 2018. This

dataset was selected from a larger database after data wrangling and consultations with experts.

The data consist of detailed transactional information such as transaction amount, financial

service provider, account type, date, vendor, postcode of transaction occurrence, as well as

high- and lower-level categorisation of the transaction created by MD. There are 68 UK financial

institutions in the data. Their shares of the total number of analysed accounts are depicted

in Figure 1.1. The three main types of accounts in the data are current accounts, credit card

accounts, and savings accounts. Figure 1.2 shows the prevalence of account types in the data.

Demographic information, such as age and country of residence, is also available in the dataset.

An overview of these can be seen in Figure 1.3.

The data used for analysis in thesis provides unique information on the daily financial behaviour

of registered users. With its informational content and structure the data is considered OB-type.
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Figure 1.2: MD Data: Overview of account types in the analysed MD data.

Figure 1.3: MD Data: Demographic information (left) and country of residence (right) of MD users in the
2017 sample.
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1.3 Analysis of Personal Finances

Terminology

The terminology used to assess the state of an individual’s finances, also referred to as financial

health, varies considerably in the literature. There is a lack of the lack of generally accepted ter-

minology and definitions, as Fergusson et al. (1981); Prawitz et al. (2006); Xiao (2016) all point

out. There are various terms used for this purpose, such as: economic well-being (Williams,

1993), material well-being (Joo, 2008), financial wellness (Back & DeVaney, 2004), subjective

well-being (Van Praag et al., 2003), financial well-being (Breen, 1991), financial satisfaction

(Joo & Grable, 2004), financial stress (Kim & Garman, 2003), financial strain (Melzer, 2011)

and financial distress (Prawitz et al., 2006).

The used terminology usually carries a positive or negative connotation, as Prawitz et al. (2006)

points out. Recent examples of this are papers by Melzer (2011) and Bhutta (2014). Both au-

thors analyse the impact of payday loans on household finances. Melzer, who claims that there

is a negative relationship between the availability and use of payday loans and household fi-

nances uses the term ”financial strain”. On the other hand, Bhutta, who finds no empirical

evidence for such a link, uses the term ”financial health”.

Most authors focus only on certain aspects of personal financial health. For example, Fergusson

et al. (1981) focus on changes in consumption and ownership and their impact on material well-

being; Andersen et al. (2016) analyse Danish household debt; and Bhutta (2014) uses credit

ratings to track changes in household financial health. The latter is particularly noteworthy

as the author himself points out that ”credit scores are just one dimension of financial health”

(Bhutta, 2014, p. 231).

Other authors, such as Joo (2008) and Gerrans et al. (2014), try to develop a unified concept of

financial health based on combining knowledge from various fields, such as: economics, business,

finance, psychology, sociology and psychology. The problem with these approaches is the lack

of empirical studies to support the proposed frameworks. Adding to the ambiguity of the used

terminology are cases where authors use the same term but define it differently. An example

is Xiao (2016, p. 36), who offers two different definitions of the same term on the same page:

”Financial well-being refers to a financial status in that a consumer or family has adequate

resources to live a comfortable life” and ”Doing financially well also refers to a financial status

that is better than the average compared to a reference group”.

Last but not least, there are concepts closely related to financial health: financial literacy and

financial capacity. Even though we will not further discuss these concepts the rest of research

presented in this thesis, they are relevant for creating a complete picture of individual and/or

household finances. Financial literacy is defined as ”peoples’ ability to process economic infor-

mation and make informed decisions about financial planning, wealth accumulation, debt and

pensions” (Lusardi & Mitchel, 2014, p. 4), while according to Xiao (2016, Chapter 1) financial
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capability can be considered as a combination of financial literacy and financial behaviour to

achieve financial well-being. These decisions are usually based on an individual’s confidence.

Objective and Subjective Measures of Personal Finances

In this section, we broadly define the notions of objective and subjective measures of finan-

cial health and provide current examples. The OB-type data described in Section 1.2 contains

information about individual transactions that provide information about individual financial

behaviour. Therefore, we focus on the definitions used in the field of behavioural finance.

Summarising (Xiao, 2008, 2016), we can generally define objective measures as indicators based

on quantitative variables and subjective measures as indicators based on qualitative data. Ex-

amples of objective measures are total income, consumption, expenditure, debt, asset value

and combinations of these variables, such as net worth and various financial ratios. Subjective

indicators are usually obtained through surveys. Typical assessments relate to satisfaction with

one’s financial status, satisfaction with income, satisfaction with the availability of financial

resources and satisfaction within individual categories of consumption and savings. Subjective

measures give a direct assessment of individuals provided by the subjects themselves. The

problem with such assessments are individual behavioural biases, which can lead to respon-

dents over- or under-reporting certain values. Objective measures of financial status do not

suffer from behavioural biases. However, the disadvantage of these measures is the lack of in-

formation about risk attitudes and preferences of individuals and households.

Depending on available data and research goals, objective and subjective measures can be used

separately, or they can be combined to assess financial health. It can be argued that the more

data becomes available, the more accurate the assessments can be made. However, appropriate

sampling methods are key for drawing usable conclusions. Mainly for this reason, authors such

as Van Praag et al. (2003), Back & DeVaney (2004), Joo (2008), Xiao (2008, 2016), Lusardi

& Mitchel (2014) and Gerrans et al. (2014), as well as institutions such as the Money Advice

Service (2013) use approaches that combine objective and subjective measures. Since this the-

sis focuses on quantitative OB-type data only objective measures are relevant for this body of

work.

Financial Ratios

We now briefly discuss financial ratios as an objective measure of personal finances. According

to Winger & Frasca (2000), a financial ratio is an index that can measure current financial

strength and its development over time. There are many different ratios. Table 1.1 provides a

summary of the most commonly used ratios based on Lawrence et al. (1992), Greninger et al.

(1996), Maki (2002), May & Tudela (2004), Bucks et al. (2006), Harness et al. (2008) and

OECD (2020).
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Ratio Formula Ratio Formula

Liquidity Liquid Assets
Monthly Expenditure

Housing Expenses (1) Renter‘s Expenses
Gross Income

Debt to Service Total Loan Payments
Disposable Income

Housing Expenses (2) Homeowner‘s Expenses
Gross Income

Consumption to income Monthly Consumption
Monthly Income

Asset Allocation (1) Liquid Assets
Net Worth

Expense to income Total Monthly Expenditure
Monthly Income

Asset Allocation (2) Net Investment Assets
Net Worth

Debt to Income Total Debt Payments
Income After Tax

Asset Allocation (3) Foreign Investment
Total Investment

Debt to housing wealth Housing Debt
Value of all Property

Asset Allocation (4) Financial Assets
Total Assets

Insolvency and credit Nonmortage Debt Payments
Income After Tax

Tax Burden (1) Payroll Taxes
Gross Income

Net worth to income Net worth
Income

Tax Burden (2) Payroll Taxes`Property Taxes
Gross Income

Loan to Value Value of Mortage
Purchase Price of House

Inflation Protection (1) % Change in Net worth
Inflation Rate

House Value Current Value of House
Original Purchase Price of House

Inflation Protection (2) % Change in Investment Assets
Inflation Rate

Table 1.1: Summary of most common financial ratios.

Although financial ratios are commonly used by academics, regulatory institutions and financial

institutions they were not constructed with having OB-type data in mind and therefore play

only a minor role in this thesis.

Financial Comparison and Clustering

One of the main motivations of the here presented research is the development of statistical

learning tools for the evaluation of personal finances, in particular methods tailored for compar-

ing individuals with similar population groups and finding homogeneous groups of individuals.

On an individual level, the ability to compare how the personal finances of a specific in-

dividual compare to those of people with similar characteristics (peers) allows individuals and

financial institutions to identify how the personal finances and financial behaviour of a specific

customer differ from those of their peers. This helps tailoring personalised financial advice,

products and solutions. An example of such developments in the market is Facebook’s recently

filed patent (Cheng & Zagat, 2019), that is embracing subject-to-group comparison to provide

services in an OB-like context. Although there is industry interest in subject-to-group methods,

there have been no academic methodological developments to date.

The idea of comparing similar individuals can be extended to a larger scale. Identifying

groups in the population allows institutions to better address the needs of each market segment.

A simple example are financial institutions such as banks identifying groups of interest and
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specifically tailoring their products and services to these groups. At the level of regulators

and non-governmental organisations, market segmentation allows policies and services to be

designed to maximise the intended impact on the market and/or specific population groups.

An example of the latter would be the identification of financially vulnerable individuals, and

the provision of advice before their financial problems accumulate to a level that is almost

unmanageable. The Money Advice Service has a model for this purpose, shown in Figure 1.4.

Various measures and methods can be used for market segmentation. Both objective and

subjective measures of financial health are suitable for this purpose. Methodologically, most

clustering approaches such as model-based clustering (Fraley & Raftery, 2002) or similarity-

based clustering (Hastie et al., 2009; Kaufman & Rousseeuw, 1987; MacQueen, 1967) can be

used to create a market segmentation. As we discuss in Section 2.1, model-based methods are

much more flexible than similarity-based methods. For this reason, we choose model-based

approaches as the starting point for the market segmentation method developed in Chapter 4.

Although model-based clustering is better suited to develop a customer segmentation method

for OB-type data, this group of methods suffers from a drawback that limits its potential

to deliver clustering solutions that reflect reality. In Chapter 4 we show that the number of

clusters will most likely be identical across all measures. This poses a problem when it comes

to using model-based approaches to obtain meaningful market segmentation. For example, if

information on age, income and savings is used as model input, the number of clusters with

people of similar age, the number of clusters with people of similar income and the number of

clusters with people of similar savings will most likely be identical. When working with very

detailed data containing many measures, such as OB type data, this problem is exacerbated.

Chapter 4 provides details of this problem and introduces a solution in the form of the proposed

Reign-and-Conquer clustering method.

1.4 Open Problems and Main Contributions

The main contributions of this thesis are centred around the following questions, which we

have identified through the study and development of methods aimed at fully harnessing the

potential of OB-type data, such as the MD data described in Section 1.2.

Contribution 1

Studies evaluating personal finances, discussed in Section 1.3, focus on comparing selected

population groups with others in order to find, evaluate and explain observed differences between

them. These group-to-group comparisons are usually conducted using well-studied methods

such as hypothesis testing and regression with group indicators.

The introduction of OB-type data opens a new era of personalisation of financial services

based on individual-specific analysis. Group-to-group comparison methods are not suitable
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Figure 1.4: The Money Advice Service segmentation model.

for this type of analysis and little has been done to address this issue with sound statistical

methodology. Chapter 3 fills this methodological and applicational gap by developing a statis-

tical learning approach for comparing a specific individual (reference subject ) to a group of

similar individuals (comparison group) defined by covariate truncation centred at the covariate

values of the reference subject. The comparative mean value is the expected value of a response

conditioned on the comparison group. The similarity between the reference subject and the

comparison group is controlled by a homogeneity parameter set by the user of the methodol-

ogy. Contrasting the comparative mean value with the reference subject’s response provides

diagnostics on how the reference subject’s response differs from the average response of the

comparison group, thus providing a subject-to-group comparison. More robust extensions of

the time-varying comparative mean value are discussed in Section 3.5.

To track the dynamics governing the comparative mean value Section 3.2.2 introduces the

time-varying comparative mean value. Taking advantage of local polynomial smoothing (Fan

& Gijbels, 1996), in particular the Nadaraya–Watson kernel smoother (Watson, 1964), we con-

struct a smooth time-varying version of the comparative mean value. Nonparametric smoothing

provides us with a predictor and makes it easier to detect trends and understand the results of

the analysis.

The developed concepts are tested using multiple simulation studies. We show that the esti-

mators recover the true time-varying comparative mean value well.

Besides pioneering statistical subject-to-group comparison, the time-varying comparative

mean value can be seen as a truncated covariate regression, which we discuss in Section 3.2.3.
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At the time of publication of Chapter 3, Svetlošák et al. (2021), the time-varying comparative

mean value was the first method for a truncated covariate regression.

Contribution 2

Clustering is at the heart of customer segmentation methods. We provide a overview of selected

methods from the literature in Section 2.1. Clustering can be divided into two categories:

similarity-based methods (i.e. k-means and k-medoids) and model-based methods (i.e. mixture

models), with only a few bridging the worlds, such as Duan & Dunson (2021) and Rigon et al.

(2023).

In Chapter 4 we propose a novel model-based approach for cluster analysis that lies at

the interface of model-based clustering and similarity-based clustering. The developed method

addresses two main problems.

As we show in Section 4.1, joint mixture models are likely to induce the same number of

components on each margin, which is the number of joint components. In other words, the

number of clusters on each margin is the same as the number of clusters on the joint distribution.

This seems restrictive and may not reflect reality captured by the data. This is especially true

for OB-type data, as the following example shows. Suppose we have data on age, income and

expenditure. Modelling them jointly will most likely lead to obtaining the same number of

age groups in the population as there are groups with similar income and groups with similar

expenditure. Since OB-type data is much more detailed and complex than the example given

here, it is essential to develop a model that allows differing number of clusters on the margins,

which is what the model in Chapter 4 does.

The second issue with mixture models are computational costs. Mixture models suffer from

the well-known curse of dimensionality, which limits their use in high-dimensional settings

Bouveyron & Brunet-Saumard (2014).

The proposed method, which we call Reign-and-Conquer Clustering, solves the two afore-

mentioned problems in the following way. Each of the margins are modelled with a separate

mixture model. This allows the number of components to differ across the margins. At the

same time, this approach makes the method partially parallelisable and thus helps to reduce

computational costs.

Estimating the margins separately is the first step of the method. The other two steps of the

algorithm (explained in Section 4.2) use similarity-based methods to first construct protoclus-

ters from which the final clusters on the joint distribution are obtained. Taken together, the

three steps bridge similarity-based and model-based clustering approaches.

The model partitions the sample space in a way that filters out regions with residual mass,

where the minimum requirement is set by the user or determined via a data-driven approach.

This results in the model focusing on identifying dominant clusters in the data.

Furthermore, in Section 4.4 we conceptualise steps two and three of the algorithm using game
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theory. With this reformulation, the proposed method contributes to the literature on game

theory-inspired clustering.

At the time of submission, Reign-and-Conquer clustering (de Carvalho et al., 2022) was the

first method to identify and directly address the problem of mixture models generating the same

number of components on each margin. The concept also addresses the curse of dimensionality

and combines the worlds of similarity-based and model-based clustering with an extension into

game theory.

1.5 Structure and Organization of the Thesis

The rest of this thesis is structured as follows. Section 2 summarises statistical learning methods

needed for the development of the proposed methods in Part II of the thesis.

Chapter 3, published as Svetlošák et al. (2021), introduces the concept of the comparative

mean value. First, a time-invariant version of the comparative mean value and its estimator

are devised, followed by a time-varying version of the comparative mean value and a smooth

time-varying comparative mean value constructed by modifying the Nadaraya-Watson kernel

smoother. Links to existing literature and methods are explored before the constructs are tested

and empirically applied to a OB-type dataset provided by MD. The Chapter concludes with a

discussion of the results, comments and possible extensions of the proposed methods.

Chapter 4, submitted as de Carvalho et al. (2022), introduces the three-step Reign-and-

Conquer clustering algorithm, first introduced in a two-dimensional setting and then extended

to d-dimensions. This is followed by discussing how to fit and partially parallelise the method,

making it computationally appealing. In Section 4.4, the algorithm is reformulated using game

theory to further enrich the framework Reign-and-Conquering clustering provides. Application

examples and performance comparisons with other methods on simulated and real datasets are

given in Sections 4.5.1 and 4.5.2. The Chapter concludes with final observations and concluding

remarks.

This thesis closes with a discussion of the here developed methods, algorithms, obtained

results and possible future research that can be based on the here presented concepts. This is

followed by supporting information and supplementary materials.
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Chapter 2

Preparations on Statistical

Learning

This Chapter offers a high level overview on ideas, concepts and method from

statistical learning, which are entailed the main methodological contributions

of this thesis.

2.1 Unsupervised Learning

Cluster analysis aims to group objects into clusters so that objects within a cluster are more

closely related to each other than to objects from other clusters (Hastie et al., 2009, Section

14.3). Unsupervised learning aims to detect patterns in unlabelled data without using a classi-

fied training set. Following Hastie et al. (2009) this Chapter lays the groundwork for Chapter 4.

Similarity-based Methods

Similarity-based methods aim to maximise similarity within clusters and minimise similarity

between clusters. The similarity-based clustering methods discussed in this chapter are all hard

clustering approaches, which means that each observation is assigned to exactly one cluster.

Before we introduce some of the most commonly used similarity-based clustering approaches,

we need to define similarity measures that are an essential part of this class of methods. Let xi,j

for i “ 1, . . . , N be elements of variables j “ 1, . . . , p. The dissimilarity between two elements

xi,j , xi1,j of the same variable j is measured by a distance function djpxi,j , xi1,jq. There is

a variety of distance functions, such as the Minkowski distance, the Mahalanobis distance,

the Canberra distance and the city block distance. The most common choice is the squared

Euclidean distance djpxi,j , xi1,jq “ pxi,j ´ xi1,jq2. The distance between two objects i and i1
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across all variables is

Dpxi, xi1 q “

p
ÿ

j“1

djpxi,j , xi1,jq.

One of the most popular, if not the most popular, similarity-based method is k-means

(MacQueen, 1967). It is an iterative algorithm that minimises the average distance of elements

to cluster centres. Algorithm 1, adapted from Hastie et al. (2009, p. 510), summarises the

k-means algorithm. The rest of the chapter uses the notation xi for the i-th observation, which

contains information about all p variables.

Algorithm 1 k-means Clustering

1. For a set of observations S, cluster assignment C, set of cluster means tm1, . . . ,mku, and

Nk “
řN

i“1 ItCpiq “ ku with I being the indicator function solve

min
C,tmkuK

k“1

K
ÿ

k“1

Nk

ÿ

Cpiq“k

}xi ´ mk}
2

to obtain means of currently assigned clusters

xS “ argmin
m

ÿ

iPS

}xi ´ m}
2.

2. Given the current tmku
K
k“1 obtained in step 1 solve

min
C,tmkuK

k“1

K
ÿ

k“1

Nk

ÿ

Cpiq“k

}xi ´ mk}
2

by assigning each cluster observation to the closest mean

Cpiq “ argmin
1ďkďK

}xi ´ mk}
2.

3. Iterate step 1 and 2 until cluster assignments do not change.

It is worth noting that Algorithm 1 uses the squared Euclidean distance instead of the regu-

lar Euclidean distance. Without squaring, the optimisation problem becomes the considerably

more difficult Weber problem, for which there is no closed form solution (Bradley et al., 1996,

p. 371). However, squaring the Euclidean distance also comes at a price. The greater the

distance of the observations from the cluster centres, the more importance is given to them.

This makes k-means prone to the influence of outliers. A more robust alternative to k-means

is the k-medoids algorithm, which we also discuss in this chapter.

The popularity of k-means leads to the algorithm being constantly revisited, modified and im-

proved. Recent examples of improvements to k-means include Arthur & Vassilvitskii (2007),

Fränti & Sieranoja (2019) and Sinaga & Yang (2020).

It can be shown that certain finite mixture model approaches can be modified to be equiva-

lent to k-means clustering. In particular, modifying the classification expectation maximisation
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algorithm (Celeux & Govaert, 1995) with a uniform spherical Gaussian distribution as the prob-

ability model leads to an equivalent problem as k-means (Fraley & Raftery, 2002, p. 614).

Like most other clustering methods, k-means requires the number of clusters as input. We

discuss some of the criteria for determining the number of clusters present in the data in Sec-

tion 2.2.1.

Replacing means as cluster centres with medians leads to another widely used clustering

algorithm, k-medoids. Since the cluster centres are medians and not means, k-medoids is more

robust in comparison to k-means. Moreover, k-medoids allows the practical use of a variety of

similarity measures. This makes k-medoids more flexible and allows better detection of clusters

with high variance and/or different shapes. However, compared to k-means, k-medoids is much

more computationally intensive, limiting its use on large samples. Just like k-means, k-medoids

is largely popular and has been constantly revisited and modified. Recent modifications include

Park & Jun (2009), Juanying & Yanan (2016), and Yu et al. (2018).

Another widely used unsupervised learning method is hierarchical clustering (Ward, 1963).

Unlike k-means and k-medoids, it does not require the user to specify the number of clusters as

input for the algorithm. However, the user has to select a dissimilarity measure based on pair-

wise dissimilarities of observations from different groups. Hierarchical clustering also requires

the user to choose a linkage function that determines how the dissimilarity is computed. There

is no golden rule for choosing a dissimilarity measure and linkage function. The choice should

be made based on the nature of data being analysed as linkage can influence the formation of

clusters. For an overview see Ding & He (2002). Even though the number of clusters is not

needed as input for the algorithm, one has to decide how many clusters there should be in the

end, e.g. using one of the heuristics described in Section 2.2.1.

The agglomerative (bottom-up) version of the algorithm starts with each observation being a

group on its own. Groups with smallest dissimilarities get merged until a hierarchy is created

in which all observations forming one group at the top. The splitting (top-down) approach

starts with all observations in one group, which are then gradually split into smaller subgroups

until each observation is a group of its own. In both cases, the algorithm creates a hierarchy

with N ´1 (for N observations). This hierarchy is usually represented by a binary tree called a

dendrogram. Figure 2.1 shows an example of a dendrogram created by agglomerative hierarchi-

cal clustering applied to the well-known Iris dataset (Fisher, 1936). The distance between two

clusters G,H is measured by dpG,Hq “ maxiPG,i1PH dii1 , and a complete linkage was chosen.

A variety of papers have been published on the subject of hierarchical clustering. Examples

include Castro et al. (2004) and Bien & Tibshirani (2011).
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Figure 2.1: Dendrogram: Agglomerative hierarchical clustering of Iris data with complete linkage. The

horizontal line depicts the true number of clusters in the data.

Model-based Methods

Another large class of methods is model-based clustering. Unlike similarity-based methods,

they are based on a formal statistical model, hence the name model-based (Stahl & Sallis,

2012, pp. 324-325). The idea for these models came from Tiedeman (1955). Since then, the

literature on model-based approaches has grown enormously, as has their popularity and use.

Examples of seminal works on mixture models for clustering are Day (1969), Wolfe (1970),

and Scott & Symons (1971). Mixture models have applications in a variety of fields, includ-

ing medicine, genetics, behavioural sciences, economics, management, environmental sciences,

chemistry, engineering, computer science and robotics. See e.g. Muthén (2002), Khansari-

Zadeh & Billard (2011), Durango-Cohen et al. (2013), Miettunen et al. (2016), McLachlan &

Peel (2000), Chen & Ludtke (2021), and Zou et al. (2022).

The objective is to group observations by fitting a weighted sum of probability distribution

functions that estimates the joint distribution of the observations. Let X be a random variable
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with distribution F . The finite mixture model is defined as

fXpx | K,Θ,Πq “

K
ÿ

k“1

πk qpx | θkq, (2.1)

where q is a density function with parameters Θ “ pθ1, . . . ,θKq and weights Π “ pπ1, . . . , πKq,

with πk P p0, 1s such that
řK

k“1 πk “ 1. When q is a Gaussian density, we obtain a Gaussian

mixture model (GMM). Mixture models have proven to be very powerful tools for density

estimation and clustering. One of the reasons for their popularity is that GMMs are dense on

the space of all density functions under the L1 metric, which means that they can estimate any

density arbitrarily well (Li & Barron, 1999). Each component of the sum represents a cluster.

Mixture models are a soft clustering method, i.e. observations can belong to multiple clusters.

Modelling densities allows the making of probabilistic statements and uncertainty quantification

of an object belonging to a cluster. Adding to the advantages, solutions from mixture models

can be used as predictors for variables within the same model (Muthén, 2002).

This statistical approach for modelling densities makes mixture models more flexible. For

illustration, we use k-means, k-medoids and a GMM to cluster simulated data described in

Example 2.1.1.

Example 2.1.1 (Illustration of k-means, k-medoids a Gaussian mixture model). We generate

data using three bivariate Gaussian distributions with means µ1 “ p0, 0q, µ2 “ p5, 12q, µ3 “

p´3, 30q and covariance matrices

Σ1 “ Σ2 “ Σ3 “

»

–

4 ´6

´6 25

fi

fl .

Figure 2.2 (a), (b) and (c) show the clusters and their geometry created by k-means, k-medoids

and a GMM respectively. Parts (d), (e) and (f) show the misclassified observations in orange.

In the sample with N “ 600, k-means misclassified 38 observations, k-medoids with Euclidean

distance misclassified 34 observations, while GMM misclassified only 6 observations. Although

we used an squared Euclidean distance as a measure for k-medoids, thus the circular geometry

of the clusters, the algorithm performs better than k-means because the clusters have high

variance and k-medoids is more robust than k-means. GMMs are not limited by a similarity

measure and by modelling the joint density by default, they take variance into account and can

better capture the shape of the clusters. This advantage allows them to outperform similarity-

based methods in many scenarios, but especially in high variance scenarios such as that of

example 2.1.1. Due to their flexibility we choose model-based clustering approaches as our

starting point for developing a customer segmentation method suitable for OB-type data.
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Figure 2.2: Example 2.1.1: (a) fit and geometry of clusters created by k-means, (b) fit and geometry of

clusters created by k-medoids, (c) fit and geometry of clusters created by a GMM, with cluster centres in red,

(d) misclassified points by k-means in orange, (e) misclassified points by k-medoids in orange, (f) misclassified

points by GMM in orange.

A standard approach to learn about Θ,Π, and K is via log-likelihood maximisation. Let

pxi, yiq
N
i“1 be a random sample from distributions x „ FX and y „ FY . The maximisation

problem is

max
Θ,Π

lntfXpx | K,Θ,Πqu “ max
Θ,Π

N
ÿ

i“1

ln

" K
ÿ

k“1

πkqpx | θkq

*

.

However, due to the complexity of the log-likelihood, it is common to fit models using the

expectation-maximisation algorithm (EM) (Dempster et al., 1977). EM is a general iterative

method for finding the parameters that maximise the log-likelihood. For a detailed description

of the EM algorithm, see McLachlan & Krishnan (2007). Although the EM algorithm is an

attractive alternative to direct maximisation of the log-likelihood, it has several drawbacks.

First, EM is an algorithm that attempts to find the global maximum of the log-likelihood in

the parameter space. If multiple local maxima exist, there is a possibility that the algorithm

will converge to one of them, leading to suboptimal results. This problem can be mitigated by

using multiple starting points for the algorithm and selecting the local maximum to which most

of the starting points converge, see e.g. Celeux & Govaert (1992). This increases the certainty
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of the estimates, but does not solve the inherent problem. The EM algorithm is also prome to

overfitting. ”Achieving the global maxima while fitting a model to observed data will generally

result in some amount of overfitting” (Andrews, 2018, p. 161). Another potential pitfall is the

existence of singularities in the log-likelihood. In the presence of singularities, the resulting

distributions can be degenerate.

Bayesian methods open up another world for the approximation and estimation of mixture

models. Bayesian methods use Bayes’ theorem to perform inference. Due to their construction,

they do not suffer from singularity and degeneracy problems. The maximum a posteriori (MAP)

estimator was proposed by Fraley & Raftery (2007). It is a Bayesian regularisation approach

that uses a dispersed but proper conjugate prior to find the posterior mode via an EM algorithm.

Another major advantage of Bayesian approaches is the ability to incorporate background

knowledge from previous experiments or expert opinions. This prior information shapes the

posterior distribution via Bayes’ theorem. There is a wealth of literature on how to choose an

appropriate prior. For details on Bayesian inference, see Gelman et al. (2021).

For various reasons, Bayesian model-based approaches suffer from identifiability issues. As

mentioned earlier, mixture models are prone to overfit the data. Another cause of identifiability

issues arises from the ”invariance of the log-likelihood to relabelling of components” (Stephens,

2000, p. 62), also known as label switching. While the two problems have been addressed

separately in the literature, e.g. by Andrews (2018) and Stephens (2000), it is much harder to

find a common solution for overfitting and label switching.

Due to the drawbacks of the EM algorithm, there is growing interest in Gibbs samplers and

Markov chain Monte Carlo (MCMC) methods (Brëmaud, 2001, Section 11). One type of power-

ful MCMC methods are dimension jumping algorithms, also known as reversible jump MCMC

methods (RJ MCMC) (Green, 1995). These methods are a generalisation of the Metropolis-

Hastings MCMC algorithm (MH) (Metropolis et al., 1953). The RJ MCMC algorithm is partic-

ularly useful in cases where the dimension of the parameter space may change between iterations

(Gelman et al., 2021, Section 12.3). The idea is to introduce additional random variables, which

allows the matching of all parameter space dimensions so that the MH algorithm can be applied.

RJ MCMC is often used for Bayesian model selection.

Another widely used method for Bayesian model selection is the Bayesian Information Cri-

terion (BIC) (Schwarz, 1978). The criterion is BIC “ k ln pNq ´ 2 ln pL̂q, where L̂ is the

maximum likelihood estimate of the likelihood L. Since the BIC contains a penalty, models

with a lower BIC are preferential. Other methods for Bayesian model selection are Akaike’s

information criterion (AIC) AIC “ 2k ´ 2 ln pL̂q, the consistent Akaike information criterion

(CAIC), Bayesian Ying-Yang (BYY) harmony learning, harmony empirical learning criterion

(BYY-HEC), harmony data smoothing criterion (BYY-HDS), and the minimum description
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length (MDL). For an overview of selection criteria see Richardson & Green (1997), Fraley &

Raftery (2002), Baudry et al. (2010) and Gassiat & Van Handel (2013).

Non-Local Priors

Recently introduced non-local priors (NLP) (Fúquene et al., 2019) propose a solution to overfit-

ting. NLPs address the identifiability problem by encouraging parsimony by enforcing separa-

tion between the models under consideration. Let y “ py1, . . . ,ynq be a sample of independent

observations, where yi P Rp for i “ 1, . . . , n. To simplify the notation, we adjust Equation (2.1)

to

fpyi | ϑK ,MKq “

K
ÿ

j“1

πjfpyi | θjq. (2.2)

In the above equation, fpy | θjq are component densities of a K-component model MK , with

parameters θj P Θ, and weights πj . The complete model parameters are ϑK “ pθ,Πq P ΘK ,

with θ “ pθ1, . . . ,θKq and Π “ pπ1, . . . , πKq. It is assumed that the mixture in Equation (2.2)

is generically identifiable, see e.g. Teicher (1963), Yakowitz & Spragins (1968), Grün & Leisch

(2008) and Allman et al. (2009).

A continuous prior density fpϑK | MKq is a NLP if and only if

lim
ϑKÑt

fpϑK | MKq “ 0,

for any t in the parameter space ΘK , so that fpy | t,MKq “ fpy | ϑK1 ,MK1 q for some

ϑK1 P ΘK1 and K 1 ă K. The NLP gives ϑK a vanishing density if the mixture contains

redundant components, so that Equation (2.2) is equivalent to a mixture with K 1 components.

Priors that do not satisfy the properties of NLPs are called local priors (LP).

Let dϑpϑKq be a continuous penalty function that converges to 0 either as πj Ñ 0 for any

j “ 1, . . . ,K or as ϑi Ñ ϑj for any i ‰ j. The general NLP class is defined by

fpϑK | MKq “ dϑpϑKqfLpϑK | MKq. (2.3)

In Equation (2.3), fLpϑK | MKq is an arbitrary LP under the condition that fpϑK | MKq is

proper. To obtain a more practically useful form of Equatio 2.3 we examine fLpϑK | MKq “

fLpθK | MKqfLpΠ | MKq and dθpϑKq “ dθpθqdΠpΠq, where

dθpθq “
1

CK

ź

1ďiăjďK

dpθi,θjq, (2.4)

and dΠpΠq9
śK

i“1 π
r
j for r ą 0. In the above equation CK “

ş

fLpθ | MKq
ś

1ďiăjďK dpθi, θjqdθ

is the normalisation constant. Using a symmetric Dirichlet fpΠ | MKq “ DirpΠ; qq9dΠpΠq
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DirpΠ; q ´ rq, where q ą 1 and r P rq ´ 1, qq, yields

fpϑK | MKq “ dθpθqfLpθ | MKqDirpΠ; qq.

In the case θi “ pµi,Σiq one can define moment penalties dpθi,θjq “ pµi´µjq1A´1pµi´µjq{g,

where A is a symmetric positive definite matrix and g ą 1 is a prior dispersion parameter. Mo-

ment penalties allow CK from Equation (2.4) to have a closed form, which simplifies estimation.

In case the mixture model in Equation (2.2) is a GMM it is appealing to set the prior fpθ | MKq

to

dθpθqfLpθ | MKq “
1

CK

ź

1ďiďjďK

pµi ´ µjq1A´1
Σ pµi ´ µjq

g

K
ź

j“1

Npµj | 0, gAΣq IWpΣj | ν, Sq,

where IW is the inverse-Wishart distribution and pg, ν, Sq are hyperparameters. A good choice

for A´1
Σ is A´1

Σ “ p1{Kq
řK

j“1 Σ
´1
j , which is a symmetric positive definite matrix related to the

L2 distance between Normal distributions.

This setting simplifies the interpretation and estimation of CK and is used in the estimation

of margins in the Reign-and-Conquer algorithm developed in Chapter 4. For further details on

NLP mixtures and their estimation see Fúquene et al. (2019).

2.2 Nonparametric Smoothing

In this section we discuss nonparametric smoothing methodology mainly relevant for Chapter 3

published as Svetlošák et al. (2021). Throughout this section we use the following notation.

Let pxi, yiq
N
i“1 be a random sample from distributions x „ FX and y „ FY . The observations

x0 are query points forming a grid between which the smoothers interpolate and estimate a

function fpXq.

K-nearest Neighbours

One of the simplest and most common smoothing methods is k-nearest neighbours. It is a

method that fits a linear regression over k` 1 observations defined by a query point x0 and the

k points closest to it

Ety | x P Nkpx0qu,

where Nkpxq is the set of k nearest points to x0. The k-nearest neighbours estimator is

f̂pxq “
1

k
tyi | xi P Nkpxqu.

The estimator fits linear regressions between query points x0. Besides smoothing k-nearest

neighbours is used for classification in binary group problems. The method can be used to find
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a decision boundary between two groups of observations that are in the same dataset. One of

the positive features of k-nearest neighbours is its possible use for regression and parameter

selection. The method requires only one parameter, namely the number of neighbours in con-

sideration k. Linear regression requires p parameters, which are the coefficients of the variables,

and in the case of when an intercept is included the parameter number increases to p`1. Unlike

linear regression, k-nearest neighbours is a nonparametric method and therefore independent

of assumptions about the distribution of the data. This gives the method an additional advan-

tage in that it is flexible and can capture the nature of the data without being constrained by

assumptions about the observed data.

Given the locality of the method, k-nearest neighbours displays low bias but high variance. As

a smoothing method, k-nearest neighbours has a major drawback. The estimator fits straight

lines between query points so that the resulting function is discrete. This means that the k-

nearest neighbours fit is discontinuous and therefore not smooth. This problem is solved by

weighted kernels, which are also described in this section.

Local Regression

In the following, we present methods that are first introduced in a univariate setting and then

extended to the Rp case.

Kernel smoothing methods are flexible regression approaches that estimate a regression

function fpXq. Unlike some other nonparametric methods, such as k-nearest neighbours, kernel

regression methods provide smooth estimates of fpXq. This is done by fitting simple models

using observations at the location of each query point x0. Kernels are functions Kλpx0, xq “

Kp|x ´ x0|{hλpx0qq, where hλ, which is a width function, defines the neighbourhood of the

query point x0. Larger values of λ expand the neighbourhood, resulting in lower variance but

higher bias in the estimates. Small values of λ lead to low bias but high variances. The kernel

width λ is usually selected via cross-validation of some form. Least-squares based validation is

considered optimal for the choice of λ (DasGupta, 2008, Section 3.10.2).

To provide smoothness to the estimators, weights are assigned to each observation in hλpx0q.

Observations near the query point x0 are assigned larger weights, that smoothly approach 0 as

the distance from x0 increases. In this sense, kernel smoothing estimators are weighted moving

(rolling) averages.

However, some kernel methods, such as the Nadaraya-Watson kernel-weighted average smoother

(Nadaraya, 1964; Watson, 1964), suffer from boundary problems. As the estimator moves

towards the boundary, it tries to use unavailable data from outside the variable domain. This

leads to a bias in the estimation near the boundaries. For the same reason, there bias can

also occur inside the interior of the domain of X. This happens when the observations are

too unevenly distributed. Local linear regression and higher degree local polynomial regression

mitigate this problem.
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Local linear regression locally fits straight lines. At each query point x0, the following

weighted least squares problem is solved

min
αpx0q,βpx0q

N
ÿ

i“1

Kλpx0, xiqtyi ´ αpx0q ´ βpx0qxiu
2.

The resulting estimate is f̂px0q “ α̂px0q ` β̂px0qx0. This solution helps with the boundary

bias that lower-degree kernel methods suffer from. This correction comes at the cost of a small

increase in variance. However, local linear regression suffers from its own bias problem. It tends

to be biased in regions where the true function is curved in the inner regions of the domain.

This problem is often referred to as trimming the hills or filling the valleys (Hastie et al., 2009,

Section 6.1).

Local polynomial regression is a generalisation of kernel smoothing methods and polyno-

mial regression. It addresses drawbacks of local linear regression by locally fitting low-degree

polynomials at each query point x0. The reduction of the trimming the hills bias of local linear

regression comes at the cost of higher variance, which increases with polynomial degree d P N.

This means that although local polynomial regression is less biassed in the interior of the do-

main, it generally performs worse than local linear regression at the boundaries.

The following describes the problem to be solved in fitting local polynomials of degree d

min
αpx0q,βjpx0q,j“1,...,d

N
ÿ

i“1

Kλpx0, xiq

#

yi ´ αpx0q ´

d
ÿ

j“1

βjpx0qxj
i

+

.

The solution to this weighted least squares problem is f̂px0q “ α̂px0q`
řd

j“1 βjpx0qxj
i . Note that

in the limiting case (d “ 0), local polynomial regression is equivalent to the Nadaraya-Watson

kernel-weighted average smoother

f̂px0q “

řN
i“1 Kλpx0, xiqyi
řN

i“1 Kλpx0, xiq
.

A common choice of kernel for local regression smoothers is the Epanechnikov quadratic kernel

Kλpx0, xq “ Kp|x ´ x0|{hλpx0qq, with

Kptq “

$

’

&

’

%

3
4 p1 ´ t2q, if |t| ď 1,

0, else.

Other commonly used kernels are the Gaussian kernel and the tri-cube kernel.

Using the global surface temperature data (Hartmann et al., 2018), Figure 2.3 illustrates the

presented smoothing methods with different bandwidths.
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Having introduced local regression in a single covariate setting, we now discuss its extension

to Rp. The basic idea and structure of the methods remain the same. The main difference is

that the kernels and weights are now p-dimensional. We focus on local polynomial regression

first, as it generalises kernel smoothing methods. Let bpXq be a vector of polynomial terms

with degrees smaller than d. For each query point x0 P Rp, we need to solve the least squares

problem

min
βpx0q

N
ÿ

i“1

Kλpx0, xiqtyi ´ bpxiq
Tβpx0qu2.

The resulting estimate is f̂px0q “ bpx0qT β̂px0q. In the multivariate case local linear regression

now fits locally p-dimensional polynomials of degree d “ 1, i.e. hyperplanes. The Nadaraya-

Watson weighted-kernel estimator is a limiting case of local polynomial regression of degree

d “ 0 and therefore still locally fits constants.

In all the here mentioned cases, the weights are provided by p-dimensional kernels. Bandwidth

selection can be done via cross-validation (Li & Racine, 2004).

Bias problems that exist in the univariate case become even more dominant as the edges of

the domains become more complex and the proportion of points on the edges increases with

increasing d. Therefore, the trade-off between bias and variance becomes substantial.

For more details on the local regression methods discussed here, see Wand (1995) and Fan &

Gijbels (1996).
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Figure 2.3: Global surface temperature data: (a) Nadaraya-Watson Smoother with bandwidths 1, 10, and 30,

(b) local linear regression with bandwidths 1, 10, and 30, (c) local polynomial regression with bandwidths 1, 10,

and 30.

2.2.1 Notes and Comments

This section contains miscellanea of final remarks relevant for Part II that were not addressed

elsewhere in Section 2.

Both similarity-based methods and mixture models usually require the number of clusters
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or components as input. The literature on this topic is extensive. Examples of selection criteria

for the number of clusters or components are the within groups sum of squares (WSS), gap

statistic, and the average silhouette width (ASW). An overview of selection criteria can be

found in Hu & Xu (2003) and Charrad et al. (2014).

While most unsupervised clustering methods require the number of clusters/components

as input, there is a growing field of research on methods that estimate the number of clusters

within the model. Examples are repulsive point processes (Beraha et al., 2022; Xie & Xu, 2020),

group-sort-fuse procedures (Manole & Khalili, 2021) and NLP mixtures. We take advantage of

the latter for modelling margins in the Reign-and-Conquer algorithm developed in Chapter 4.

Having covered a selection of commonly used unsupervised clustering methods in Section 2.1,

it is worth noting that some existing approaches draw on game theory. For a detailed overview

of game theory see Gibbons (1992) and Maschler et al. (2020). In the seminal paper Bulò &

Pelillo (2009), the authors show that the concept of a cluster is equivalent to the notion of an

equilibrium in an evolutionary game. The work generated a lot of interest and was followed by

papers such as Hou et al. (2022) and Hou et al. (2023). Clustering based on game theory has

found many practical applications, an overview of which can be found in Bulò & Pelillo (2017).

While the contributions presented in Chapter 4 also have some connections to game theory, our

approach and strategy are rather different from those of the latter papers.

Evaluation methods for unsupervised clustering approaches include average silhouette width

Rousseeuw (1987), the Dunn index (Dunn, 1974), the Davies-Bouldin index (Davies & Bouldin,

1979), and connectivity (Handl & Knowles, 2005).
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Part II

Main Contributions
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Chapter 3

Subject-to-Group Statistical

Comparison for Open

Banking-Type Data

This Chapter develops the concept of the time-varying comparative mean

value. Open banking (OB) creates an opportunity for financial institutions

to offer more personalised services by better differentiating between a specific

customer (reference subject) and similar customers (comparison group). We

propose the time-varying comparative mean value as a statistical method that

learns about the dynamics governing how the response of a reference subject

differs from that of a comparison group, defined via covariate truncation.

The proposed model can be regarded as a time-varying truncated covariate

regression model of which a smooth version is devised by resorting to local

polynomial regression. The simulation study suggests that our estimators

accurately recover the true time-varying comparative mean value in a variety

of scenarios. We showcase our methods using OB-type data from a financial

service provider in the UK, with the dataset containing detailed information

on customers’ accounts across 70 UK financial institutions. By contrasting

a specific customer against similar customers, our method offers interesting

diagnostics that can be used by financial institutions to recommend person-

alised services.

3.1 Introduction

In this Chapter we propose an approach for comparing a specific reference subject (e.g. a

customer of a financial institution or an user of a financial application) to a comparison
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group. Since the proposed methodology is motivated from the recent open banking (OB)

paradigm, we start by offering some background on the applied context motivating the method-

ological contributions.

The digital revolution of OB is impacting a wealth of decision-makers, problem-solvers, and

innovators. In particular, under OB financial service providers can access datasets contain-

ing detailed financial information on potential customers across several financial institutions.

Thanks to OB-type data financial institutions will have the opportunity to offer more per-

sonalised services by better differentiating between a specific customer (reference subject) and

similar customers (comparison group). Trendsetters like Facebook (Cheng & Zagat, 2019) are

already seizing upon the opportunities stemming from subject-to-group comparison in an OB

context, that is, differentiating between a reference subject and similar customers. Yet, thus

far no methodological developments have been made that allow for a sound subject-to-group

comparison, and one of the goals of this Chapter will be to explore this open problem.

Different fields spreading from computer science (Wang et al., 2020), regulatory technologies

(Buckley et al., 2020) and healthcare (Stranieri et al., 2021) are showing interest in OB. The

digital revolution of OB is an initiative led by multiple governments, such as Australia, USA,

UK, and EU in the form of the PSD2 legislation (Brodsky & Oakes, 2017; European Com-

mission, 2018; He et al., 2020). The introduction of OB goes hand in hand with the currently

expanding area of fintech, which aims to enhance customer experience (Gomber et al., 2018);

this has led to a vast increase of personalised customer-centric fintech services (Breidbach et al.,

2019). Fintech and OB are viewed as game-changing and disruptive innovations (Lee & Shin,

2018; Nicoletti et al., 2017; Omarini, 2018), bringing opportunities and challenges for financial

institutions, consumers, academics, regulators, and governments alike.

Besides industry demand, the developments in OB and fintech have been accelerated by

innovations in machine learning, artificial intelligence, and related fields (Mention, 2019). Yet,

little has been done to address these new challenges from a statistical perspective. We aim to

fill this methodological and applicational gap by providing a statistical solution to subject-to-

group comparison, that provides valuable OB-based financial advice that is intuitive and easy

to interpret.

OB-type data has the potential to change how personalised financial services are provided,

and creates a necessity to develop subject-to-group comparison methods tailored for these pur-

poses. Unlike subject-to-group comparisons, methods for comparing population groups, such as

hypothesis tests, analysis of variance (ANOVA) and regressions with group indicators, are well-

studied. The analysis of treatment outcomes between groups is also well studied in methods

such as propensity scoring Rosenbaum & Rubin (1983). Recent microfinancial studies utilise

new and highly personalised data sources to provide valuable insight on credit scoring (De

Cnudde et al., 2019; Óskarsdóttir et al., 2019; Zhu et al., 2020). Yet these methods are concep-

tualised to compare different population groups and not suitable for identifying and analysing
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the differences between a specific customer and a group with similar characteristics, and thus

can not harness the full potential of OB-type data and alike. A key goal of this chapter is to

propose an approach that can be used for learning about the latter differences.

In this Chapter, we contribute by providing an approach for comparing a specific reference

subject to a comparison group defined via covariate truncation, based on what we will refer to as

the time-varying comparative mean value. While the proposed methodology is motivated from

OB data, we underscore that our framework is general, and that thus the proposed methods

can be applied to any context where the goal is to conduct a subject-to-group comparison. To

the best of our knowledge, this section pioneers the mathematical modelling of subject-to-group

comparisons.

Here and below we will use the expression covariate truncation to refer to a truncation cen-

tred on the reference subject’s covariate value. Conditioned on the comparison group identified

by covariate truncation (say, income) the expected value of the response (say, expenditure), is

analysed. The homogeneity in terms of the covariate within the comparison group is controlled

by a similarity variable (δ below) set by the user; we analyse the properties of the proposed

method in terms of this variable.This distinguishes this method from other smoothing methods,

such as kringing Cressie (1990), which smooths based on the whole range of the covariate space

rather than a specific truncated section. No parametric structure on the studied variables is

assumed. Time dependency is also not assumed as the time-varying comparative mean value

constructed to compare a an individual to a group of peers and not the effect of covariate

changes. A smooth time-varying comparative mean value is also devised by resorting to local

polynomial regression (Fan & Gijbels, 1996). By contrasting the time-varying comparative

mean value with the reference subject values, we can identify differences between the reference

subject and a group with similar characteristics (peers). By varying the similarity variable (δ)

information on the distribution of the response can be obtained. Local polynomial regression

has the added benefit of providing a predictor for the comparative mean value. However, unlike

certain group-to-group comparison methods such as propensity score matching, the method is

not meant to analyse effects of various changes and treatments for the reference subject, but

rather to identify differences between the subject and their peers.

A statistical concept that relates to the here proposed time-varying comparative mean value

is the so-called F -barycenter (Hill & Monticino, 1998). For a random variable X „ F , with

finite expectation and with strictly increasing F , the F -barycenter of pa, cs is defined as

bF “ EtX | X P pa, csu. (3.1)

As we will elaborate below, the proposed time-varying comparative mean value is designed for a

regression framework, and it can be regarded as an FYt|Xt
-barycenter, for the pairs of stochastic

processes tXtu and tYtu, and with pa, cs centred at the reference subject’s covariate.
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Other statistical methods that are conceptually related to the here proposed time-varying

comparative mean value are the marginal expected shortfall (MES) and the systemic expected

shortfall (SES) proposed by Acharya et al. (2017) and further developed in Cai et al. (2015)

and Acharya et al. (2017); we will provide further details on these methods in Section 3.2.4.

Although the related statistical concepts have some points of contact with our methods, their

approach would not be suitable for offering a subject-to-group comparison. The time-varying

comparative mean value also relates to regression toward the mean and k-nearest neighbours.

Yet the latter two methods converge in probability to a conditional mean given a fixed value of

the covariate (Hastie et al., 2009, Section 2.4), whereas here the goal will be on learning about

a conditional mean—given the covariate is in an interval induced by covariate truncation. The

time-varying comparative mean value is also connected to truncated regression methods, such

as those developed in Efron & Petrosian (1999), Shen (2010) and Ying et al. (2019). We

show that the time-varying comparative mean value can be seen as a regression with truncated

covariates. This is an important distinction to the latter regression methods, as those methods

are tailored for truncated responses. To our knowledge, the comparative mean value provides

a first attempt to model truncated covariates on a regression framework.

The remainder of this Chapter unfolds as follows. In Section 3.2 we present the comparative

mean value (static and time-varying versions), introduce estimation methods, show the connec-

tion of the comparative mean value to regression, and provide comments on related statistical

concepts. In Section 3.3 we test the estimators of the time-varying comparative mean value

using a Monte Carlo simulation. In Section 3.4 we then showcase the method’s use on Money

Dashboard personal financial data of UK residents in 2017 and 2018. We track the development

of expenditure of selected reference subjects, contrasted with the expenses of peers with similar

income. In Section 3.5 we summarise and discuss our main findings.

3.2 Comparative Mean Value

3.2.1 Comparative Mean Value: Construction and Properties

Let X „ FX and Y „ FY , with FX and FY denoting the distribution functions of X and Y ,

respectively; let X0 “ x0 and Y0 “ y0 be fixed values for a reference subject. Although below

we define the comparative mean value as a general concept, for our applied setup the expression

‘reference subject’ should be understood as representing a customer of a financial institution or

an user of a financial application. We are interested in the expected value of the response Y ,

for subjects that are similar to the reference subject in respect to the covariate X. Specifically,

the goal is contrasting the reference subject to similar subjects, whose covariate X lies within a

neighbourhood of x0, Wδpx0q ” rx0 ´ δ, x0 ` δs. All comparisons below are for δ ą 0 such that
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for all x P Wδpx0q it holds that fXpxq “ dFX{dx ą 0; the extension to the asymmetric setting,

Wδ1,δ2px0q “ rx0 ´ δ1, x0 ` δ2s, is straightforward but notationally burdensome. The modelled

object of interest is what we refer to as the comparative mean value (at level δ)

µδ “ EtY | X P Wδpx0qu. (3.2)

As δ Ñ 0, there are connections with regression towards the mean, and we explore these links

in Section 3.2.3.

The comparative mean value (3.2) obeys similar properties as the F -barycenter (Hill &

Monticino, 1998, Lemma 2.2); indeed it follows that:

tFXpx0 ` δq ´ FXpx0 ´ δquµδ “ tFXpµδq ´ FXpx0 ´ δquEtY | X P rx0 ´ δ, µδsu

` tFXpx0 ` δq ´ FXpµδquEtY | X P rµδ, x0 ` δsu,
(3.3)

and EtY | X P rx0 ´ δ, µδsu “ µδ if and only if EtY | X P rµδ, x0 ` δsu “ µδ.

In practice, we estimate µδ as follows. Let n ` 1 be the total number of subjects, for which

data tXi, Yiu
n
i“0 are available. We define the window of comparison as the set Aδ “ ti : Xi P

Wδpx0qu. This means that we are conditioning on those subjects whose covariates Xi are within

a range of δ from the reference value x0.

Let kn,δ be the cardinality of the window of comparison, that is kn,δ “ |Aδ|; although k is a

function of both n and δ, to ease notation we omit these dependencies and write k ” kn,δ. We

define the comparative sample mean (at level δ) as

µ̂δ “
1

k

ÿ

iPAδ

Yi. (3.4)

We can see that the estimator in (3.4) first selects subjects whose covariates Xi are within the

interval Wδpx0q, centred around the reference subject’s covariate x0. Then the average of the

response Yi for the selected peer group is calculated. Assume:

1. lim
δÑ0

k “ |A0| 2. lim
δÑ8

k “ n ` 1 3. lim
nÑ8

k “ 8.

Under the latter assumptions it can be shown that (3.4) has the following properties

1. lim
δÑ0

µ̂δ “ y0, a.s. 2. lim
δÑ8

µ̂δ “ Ȳ , a.s. 3. µ̂δ Ñ
p

µδ, as n Ñ 8, for δ ą 0. (3.5)

Due to the weak robustness of the mean it can be argued that outliers can have an effect on

the properties of the comparative mean value. In Section 3.5 we suggest the comparative mean

quantile method to alleviate this issue. Alternatively, using trimmed means can be an option,

e.g. Lugosi & Mendelson (2021).

Next, we devise a time-varying framework extending the methods introduced above.
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3.2.2 Time-varying Comparative Mean Value

To track the dynamics governing the comparative mean value, we now develop a time-varying

version. Let tXtu and tYtu be stochastic processes and let tX0,t “ x0,tu and tY0,t “ y0,tu be the

fixed values of the reference subject. Our object of interest is now the time-varying comparative

mean value (at level δ)

µδ,t “ EtYt | Xt P Wδpx0,tqu. (3.6)

The time-varying version of properties (3.3) hold for (3.6). Let nt ` 1 be the total number of

subjects in period t and let

tXi,1, Yi,1u
n1
i“0, . . . , tXi,T , Yi,T u

nT
i“0

be the observed data (say, income and expenditure). We again fix the reference subject’s index

at i “ 0. The time-varying window of comparison is Aδ,t “ ti : Xi,t P Wδpx0,tqu. Denoting

kt “ |Aδ,t|, we assume

1. lim
δÑ0

kt “ |A0,t| 2. lim
δÑ8

kt “ nt ` 1 3. lim
ntÑ8

kt “ 8.

The estimator of (3.6) is the time-varying comparative sample mean (at level δ)

µ̂δ,t “
1

kt

ÿ

iPAδ,t

Yi,t. (3.7)

For any time period, subjects whose covariates Xi,t are within the interval Wδpx0,tq are selected

and the conditional mean of the response Yt is calculated. Let Ȳt “ 1{nt

řnt

i“1 Yi,t. The

estimator µ̂δ,t has the following properties

1. lim
δÑ0

µ̂δ,t “ y0,t, a.s. 2. lim
δÑ8

µ̂δ,t “ Ȳt, a.s. 3. µ̂δ,t Ñ
p

µδ,t, as nt Ñ 8, for δ ą 0. (3.8)

We now derive a smooth version of the time-varying comparative sample mean so to smooth

the dynamics. For this purpose we resort to local polynomial regression (Fan & Gijbels, 1996)

as the obtained smooth dynamics naturally extend those that would be obtained via standard

regression methods, in the sense that they can be understood as a running weighted regression.

When the degree of the polynomial is zero, we get the well-known Nadaraya–Watson estimator

(Watson, 1964). Using a nonparametric approach provides two main benefits. First, we obtain

a predictor for the time-varying comparative mean value. Second, while subject-to-group com-

parison contains valuable information, if the empirical results oscillate too much in time it is

hard to recognise a clear trend. Smoothing the results makes them more intuitive and easy to

understand.

The nonparametric regression model is defined as µδ,t “ mtpδq ` εt, where εt is an inde-

pendent and identically distributed error term with Etεtu “ 0 and vartεtu “ σ2. The function

mtpδq can be estimated by what we refer to as the smooth time-varying comparative sample
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mean (at level δ)

m̂tpδq “

řT
i“1 Khpt ´ iqµ̂δ,i
řT

i“1 Khpt ´ iq
. (3.9)

In (3.9), Khp¨q “ Kp¨{hq{h, where K is a kernel function and h ą 0 is a smoothing parameter

(bandwidth). As usual, the bandwidth h “ hT is a sequence such that h Ñ 0 and hT Ñ 8, as

T Ñ 8. It is well known that the choice of the kernel has little effect on the estimates (Wand,

1995, Section 2.7). Yet the choice of bandwidth is an important one, as a poor choice can

lead to over-smoothing or under-smoothing. A standard approach to determine h is via cross-

validation, with least-squares based validation being regarded as optimal (DasGupta, 2008,

Section 3.10.2). We use the method proposed by Li & Racine (2004) and implemented by the

authors in the R package np. Under fixed nt and regularity conditions, the estimator in (3.9)

inherits the following asymptotic properties from the Nadaraya–Watson estimator (e.g. Racine,

2001, Section 2), as T Ñ 8

biastm̂tpδqu « m
p2q

t pδq
h2

2

ż 8

´8

Kpvqv2 dv, vartm̂tpδqu «
σ2

Th
}K}22.

Here } ¨ }2 is the L2 norm; noticeable in the latter expressions is the trade-off between variance

and bias in respect to the bandwidth.

3.2.3 Time-varying Comparative Mean Value as a Truncated Covari-

ate Regression

We now discuss the connection between the time-varying comparative mean value (3.6) and

regression, which originates from observing that

µδ,t Ñ EtYt | Xt “ x0,tu, as δ Ñ 0.

For generality, we first focus on the nonparametric specification Yt “ mtpXtq ` εt. For any

δ ě 0, we then have

µδ,t “ EtmtpXtq | Xt P Wδpx0,tqu ` Etεt | Xt P Wδpx0,tqu.

Denoting by Ft the cumulative distribution function of the covariate Xt, and using Ruiz &

Navarro (1996, p. 564), we can provide a general formula for computing the time-varying com-

parative mean value, only assuming that Xt and εt are independent and Epεt | Xtq “ 0. Under

these assumptions it can be shown that Etεt | Xt P Wδpx0,tqu “ 0. Thus, for δ ą 0 the

time-varying comparative mean value (3.6) is

µδ,t “
1

Ftpx0,t ` δq ´ Ftpx0,t ´ δq

ż x0,t`δ

x0,t´δ

mtpxq dFtpxq. (3.10)
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Equation (3.10) suggests another route for estimating the time-varying comparative mean value.

Yet it would require estimation of the margins and of the conditional mean, followed by inte-

gration, and thus it is not pursued further here.

If the association between the response Yt and the covariate Xt is linear, that is if Yt “

αt ` βtXt ` εt, the time-varying comparative mean value (3.6) becomes

µδ,t “ αt ` βtEtXt | Xt P Wδpx0,tqu ` Etεt | Xt P Wδpx0,tqu

“ αt ` βt
1

Ftpx0,t ` δq ´ Ftpx0,t ´ δq

ż x0,t`δ

x0,t´δ

x dFtpxq.
(3.11)

For specific parametric distributions we can provide closed form expressions for µt,δ. In

Table 3.1, adapted from Johnson et al. (2005, p. 134) and Ruiz & Navarro (1996, p. 570), we do

this for a selection of distributions, under the linear specification Yt “ αt`βtXt`εt. Noteworthy

is the case Xt „ Unifra, bs, for which the comparative mean value (3.11) is independent of δ.

We depict a linear setting with Xi,t „ Npθt, σtq in Section 3.3.1, Scenario B.

3.2.4 Comments on Conceptually-Related Methods

Beyond the links with the F -barycenter (3.1) highlighted in the Introduction, we now make some

remarks on conceptually-related methods. As discussed in the Introduction, the other concepts

relating to the comparative mean value are the MES and the SES. Time-varying version of all

these concepts can be easily defined; yet to streamline the discussion we will focus on the static

setup, and thus we work with pairs of random variables pX,Y q rather than stochastic processes

pXt, Ytq. The MES is defined as

MESppq “ EtY | X ą Qp1 ´ pqu, 0 ă p ă 1,

where Qppq “ inftx : F pxq ě pu; the SES has links with the MES and details on it can

be found in Acharya et al. (2017). While keeping in mind the different context in which these

concepts are devised, namely the evaluation of risk for financial institutions, the main difference

between the MES, the SES and the time-varying comparative mean value (3.6) is the set the

expected value is conditioned on. The MES and SES are conditioned on unbounded half-open

intervals. However, for our purpose of comparing a reference subject to a group of peers it is

more meaningful to condition on a bounded interval around the reference subject covariate.

Ex-ante one could be led to believe that k-nearest neighbours would be tantamount to our

time-varying comparative mean value. Yet as we discuss below, k-nearest neighbours is designed

for estimating EtY | X “ x0u—similarly to regression toward the mean methods—whereas our

approach is tailored for estimating EtY | X P Wδpx0qu. To see this, let Nkpx0q be the set of k

closest values of Xi to x0. For k-nearest neighbours it can be shown that (Hastie et al., 2009,
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Section 2.4)
1

k

ÿ

XiPNkpx0q

Yi Ñ
p
EtY | X “ x0u, as n, k Ñ 8,

assuming k{n Ñ 0. Whereas, as noted in (3.5), for the comparative mean value we have

1

k

ÿ

iPAδ

Yi Ñ
p
EtY | X P Wδpx0qu, as n Ñ 8.

In words, the time-varying comparative mean value converges in probability to an expected

value conditioned on the interval Wδpx0q induced by covariate truncation, while regressions

toward the mean methods and k-nearest neighbours converge in probability to an expected

valued conditioned on a fixed value of the covariate. Additionally, as n Ñ 8 we have k Ñ 8,

but observe that if δ Ñ 8, k is not an intermediate sequence as k{n “ 1.

Another area of research related to the time-varying comparative mean value is truncated

regression. In certain applications it is necessary to truncate the observations and focus only

on a selected interval. Based on the results from, Turnbull (1976), Efron & Petrosian (1999)

propose the nonparametric maximum likelihood estimate (NPMLE) for doubly truncated data.

The authors study a truncated response Y , restricted to a closed interval ra, cs and covariate X.

Using the same setting, Shen (2010) provide an alternative derivation of the NPMLE hazard

function, and recently Ying et al. (2019) provided estimators for the standard linear model.

As shown in Section 3.2.3, the time-varying comparative mean value (3.6) can be thought as

a regression, in which the covariate is truncated to the window of comparison. An important

distinction is that the time-varying comparative mean value is for truncated covariates, whereas

the latter regression methods are tailored for truncated responses. Indeed, to our knowledge

the literature covering truncated regression has focused on truncated responses, while the time-

varying comparative mean value provides a first attempt to model truncated covariates on a

regression framework.

3.3 Simulation Study

3.3.1 Monte Carlo Simulation

In this section we assess the finite sample performance of the time-varying comparative sample

mean, as defined in (3.7) and the smooth time-varying comparative sample mean, as defined in

(3.9). Before reporting the results of the Monte Carlo simulation, we first illustrate the methods

on a single run experiment. For this purpose we generate data

tXi,1, Yi,1u
n1
i“0, . . . , tXi,T , Yi,T u

nT
i“0 in two scenarios and for two values of nt “ n. In Scenario A,

we generate independent Xi,t and Yi,t. In Scenario B, we generate Xi,t and the Yi,t are obtained

by the following linear dependency structure Yi,t “ α ` βXi,t. The parametrisation of both

scenarios is available from Table 3.2.
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In both scenarios we set the reference subject’s values to be x0,t “ EpXtq and y0,t “ EtYt |

Xt P Wδpx0,tqu. For Scenario B, the comparative mean value in this case is given by the

parametric formulation of (3.11) for the normal distribution found in Table 3.1. Because of our

choice of reference value x0,t “ EpXi,tq, and the symmetry of the normal distribution density

function the time-varying comparative mean value (3.6) in Scenario B is µδ,t “ EtYt | Xt P

Wδ,px0,tqu “ 5 ` 2| sinpt{10q ` 1|.

Table 3.2: Data generating processes used over the simulation study; we use the shape-scale

parametrisation of the Gamma distribution.

Data generating process

Data Scenario A Scenario B

Covariate pXi,tq Gammapexppt{100q, exppt{100qq Np| sinpt{10q ` 1|, 5q

Response pYi,tq Gammaptsinpt{10q ` t{10u2{t, 2q 5 + 2 Xi,t

Both scenarios are tested for nt “ 1, 000 and nt “ 10, 000. In the Monte Carlo experiment

we repeat the single run simulation 1, 000 times. Two additional scenarios with jumps in the

response are presented in the Supplementary Material. As mentioned in Section 3.2.2 cross-

validation by Li & Racine (2004) is used to select the smoothing bandwidth. However, to

avoid overfitting the asymptotically optimal bandwidth for kernel density methods given by

DasGupta (2008, p. 531) is set as a lower bound.

As expected, based on properties listed in (3.8), in Figs 3.1–3.2 the following dynamics can

be observed. The number of subjects with Xi,t in Aδ,t increases as either δ or nt increase. For

δ Ñ 0, only subjects with Xi,t “ x0,t are in the window of comparison Aδ,t. For continuous

variables Xt and Yt this is the case only for the reference subject. Thus, in both scenarios we

get µ̂0,t “ y0,t. As we slightly increase δ, we get more subjects in the window of comparison

Aδ,t and the time-varying comparative sample mean fluctuates around the µδ,t. As either δ or

nt increase we get that µ̂δ,t approaches µδ,t. The single run experiment and the Monte Carlo

simulation indicate that both the time-varying comparative sample mean (3.7) and the smooth

time-varying comparative sample mean (3.9) model the time-varying comparative mean value

(3.6) well. Furthermore, the estimates get closer to the real value as δ and/or nt increase. This

is due to more subjects being in the window of comparison, as can be seen on the x-axis in

Figs 3.1–3.2.
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nt “ 1, 000

nt “ 10, 000

nt “ 1, 000

nt “ 10, 000

Figure 3.1: Time-varying comparative mean value, Scenario A: Top two rows show the single run experiment,
and the bottom two rows the Monte Carlo simulation. The time-varying comparative sample mean (3.7) is
represented by the triangles (▲). The grey curves represent the customer smooth time-varying comparative
sample means (3.9), and the black curve is the true comparative mean value (3.6). The x-axis denotes time,
and the number of subjects in the window of comparison, kt.
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nt “ 1, 000

nt “ 10, 000

nt “ 1, 000

nt “ 10, 000

Figure 3.2: Time-varying comparative mean value, Scenario B: Top two rows show the single run experiment,
and the bottom two rows the Monte Carlo simulation. The time-varying comparative sample mean (3.7) is
represented by the triangles (▲). The grey curves represent the customer smooth time-varying comparative
sample means (3.9), and the black curve is the true comparative mean value (3.6). The x-axis denotes time,
and the number of subjects in the window of comparison, kt.
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Figure 3.3: Time-varying comparative mean value over all windows of comparison for Scenario A (left) and
Scenario B (right): The black curve represents the time-varying comparative sample mean (3.7) as a function of
δ, and the dotted line is the total sample mean and the dashed line is the time-varying comparative mean value
(3.6) for t “ 50. The x-axis shows the δ values and the number of subjects in the window of comparison, kt.

3.3.2 Comparative Mean Value over all Windows of Comparison

We now examine how the time-varying comparative mean value looks like when we consider all

windows of comparison. For this purpose we fix the time at t “ 50 and plot the time-varying

comparative sample mean (3.7) as a function of δ. The obtained results, as seen in Fig. 3.3,

provide information on the position of the reference subject’s response among all comparison

groups selected using the window of comparison, as well as the total sample mean.

From (3.8), we know that for δ Ñ 0 we have µ̂0,t “ y0,t. This means that the position

of the time-varying comparative sample mean (3.7) as a function of δ, at δ “ 0, provides us

information on the position of the reference subject compared to the total sample mean. The

greater the absolute slope at small values of δ ą 0, the more the reference subject’s response

deviates from the average in the comparison group. For large positive slopes the subject’s

response y0,t is considerably lower, than the responses Yi,t of close peers. For small negative

slopes, the subject’s response is considerably higher, than the response average of close peers.

As δ increases more subjects are included in the window of comparison, and the comparative

sample mean approaches the total sample mean.

To provide a specific example of interpreting the time-varying comparative mean value over

all windows of comparison, we choose to focus on Scenario A. In Fig. 3.3, Scenario A, we can

see the reference subject’s value is just below the sample mean. Per construction the reference

subject’s y0,50 gives us the time-varying comparative mean value (3.6) at t “ 50. The difference

between the time-varying comparative mean value and the total sample mean is caused by the

variance in each scenario, which is particularly noticeable in Scenario B where varpY i,tq “ 100,

and disappears at sufficiently high sample sizes. As δ slightly increases from the starting point

δ “ 0 the time-varying comparative sample mean jumps up and down. This means, there are
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subjects with very similar Xi,50, but very different Yi,50 values, compared to the response of the

reference subject. The intensity of these fluctuations at small values of δ is due to relatively low

number of peers in the window of comparison and the weak robustness properties of the mean.

For δ around p0.1, 2.2q the time-varying comparative sample mean stays below the reference

subject’s y0,50; this indicates that the reference subject’s response is higher than the average

in any other group of peers created by the window of comparison Aδ,50 for δ around p0.1, 2.2q.

Such a subject could be considered to be an outlier in the latter peer groups. After δ ą 2.2 the

time-varying comparative sample mean as a function of δ aligns with the total sample mean,

which is just slightly higher than the time-varying comparative mean value, indicating subjects

with similar Xi,50 values have on average slightly higher Yi,50 values.

3.4 Empirical Analysis

3.4.1 Data Description

We showcase the usefulness of the comparative mean value by considering three reference sub-

jects, and comparing their expenditure to subjects with similar income.

The concepts and methods devised here were motivated by a collaboration with a UK

financial services provider, Money Dashboard (MD) and the implementation of the time-varying

concept in financial analysis platforms and financial applications. This is naturally connected

to the high demand for personalised financial advice in the UK. According to the Financial

Conduct Authority (2017, p. 10), in the last 12 months 6% of UK adults have received financial

advice on personal investments, with “45% of those who have not received advice in the last

12 months report that they have had regulated financial advice related to investments, saving

into a pension or retirement planning in the past”.

MD supplies its customers (in this Section users) with a summary of their registered accounts

at any financial institution in the UK via an application. Further details on the business lines

of MD can be found at

www.moneydashboard.com

The data here analysed data consist of demographic information on the users and of transaction

records of all registered accounts across 70 financial institutions in the UK. These transactions

carry information on vendor, location and purpose of the transaction. Based on their structure

and information content the MD data can be considered to be of OB-type (details on OB can

be found in Section 1.1). The MD dataset is unique in detail and provides a rare in-depth look

into the daily financial behaviour of UK customers.

One drawback of the MD sample is that it consists of a self-selected group of MD application

users. This has some implications on the variable distributions. Because we focus on specific
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Figure 3.4: Violin plot of income (left) and expenditure (right) over 2017.

users, as long as we do not draw conclusions for the whole UK population from our results, our

analysis and findings are not affected.

The used data consist of anonymised transaction records of 10, 689 MD application users for

2017 and 2018. Using these information we categorise the transactions and aggregate income

Xi,t and expenditure Yi,t, on a monthly basis, of any user i in month t. We initially focus on

2017. In Section 3.4.3 we include the 2018 data in our analysis.

The violin plots in Fig. 3.4 depict the monthly distributions of income and expenditure in

the analysed 2017 data, and on average income and expenses are balanced out. However, the

heavy tails of both the income and expenditure distributions in time are noticeable. This is

highlighted by the difference in the average income of £10, 293.29 and the median income of

£4, 767.615. The same goes for expenditure, where the mean is £9, 923.63 and the median

is £4, 750.55. As users utilise MD services to manage multiple accounts, the data consist of

a self-selected group of customers with sufficient funds and capability to manage them. In

comparison with the total UK population, this leads to upward shifted distributions in the MD

sample. For example, the HM Revenue and Customs (2018) obtained a mean monthly income

of £2, 891.66 and median monthly income of £2, 033.33 for 2017.

3.4.2 Time-varying Comparative Mean Expenses

After having gained an overview of the MD data we next apply the time-varying comparative

sample mean (3.7) with expenditure being the response (Yi,t) and income being the covariate

(Xi,t). We select three distinct users (reference subjects) with different financial behaviour from

the dataset, whose expenditure (y0,t) can be seen in Fig. 3.6, and whose income (x0,t) we use

as reference covariates the peer selection in (3.7). The peer selection is based on income and

the expected value of expenditure, conditioned on the selected peer group is calculated as in
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Figure 3.5: Smooth time-varying comparative mean expenditure: The time-varying comparative mean expen-
diture (3.7) is represented by the triangles (▲), and the smooth comparative mean expenditure is represented
by solid (kernel, (3.9)), dashed (Gaussian process), and dotted (P-spline) lines. The x-axis denotes time, and
the number of subjects in the window of comparison, kt.

(3.7). Using the the asymptotically optimal bandwidth for kernel density methods, given by

DasGupta (2008, p. 531), we provide the smooth time-varying comparative sample mean (3.9).

Then the results are compared to the response of the reference subject. In other words, we will

be tracking how a user’s expenses develop in comparison to peers, who have similar income.

Fig. 3.5 shows the time-varying comparative mean expenses (3.7), and the smooth time-

varying comparative mean expenditure (3.9) for three different users at δ “ £200; for privacy

reasons, we are not allowed to display the y values nor on Fig. 3.5 nor on any subject-specific

fit presented below. For comparison, we also present in Fig. 3.5 the smooth time-varying

comparative mean expenditure that is learned by other two popular methods, namely Gaussian

processes (Rasmussen & Williams, 2006) and P-splines (Eilers & Marx, 1996); the results from

all smoothers are essentially equivalent. The value of δ was chosen to allow the peers to have

very similar, but not identical income as the reference subject. In each panel of Fig. 3.5 users

with income in the range of `́£200 from the reference user’s income are selected and the time-

varying comparative mean expenditure (3.7) is given. As can be seen in Fig. 3.5, smoothing

provides a natural way to track the dynamics of the time-varying comparative mean expenditure

over time.

In Fig. 3.6, we contrast the smooth time-varying comparative mean expenditure (3.9) with

the expenditure of the reference subjects for three different values of δ. To give an example

of how to interpret the obtained results, we will focus on the case δ “ £200. The smooth

time-varying comparative mean expenditure (3.9) represents the mean expenditure of users

with income `́£200 in range of the reference user’s income. The points in Fig. 3.6 are the

total expenses of the reference users in each month of 2017. We can notice how the three

reference users considerably differ in their spending behaviour. With the exception of March,

user 1 spends consistently more than the average of users with the same income `́£200. The

opposite case is user 2, who tends to spend less than the average of users with similar income.

Exceptions are January and November, when the user’s spending is aligned with peers. For

user 3 spending is lined up with that of the peer average, with the exceptional deviations in
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User 1

User 2

User 3

Figure 3.6: Time-varying comparative mean expenditure analysis: The smooth time-varying comparative
mean expenditure is represented by the solid line; the dots (‚) are the user expenses y0,t. The x-axis denotes
time, and the number of subjects in the window of comparison, kt. Each column corresponds to a different
window of comparison.
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Figure 3.7: Comparative mean expenditure over all windows of comparison: The comparative mean expendi-
ture (3.7) is represented by the black curve. The grey dotted curve represents the sample mean of expenditure
in the given month. The x-axis shows the δ values and the number of subjects in the window of comparison, kt.

February, September and December of 2017.

Given the information in Fig. 3.6, one can provide guidance on personal finance to the

respective users. For illustration, because user 1 tends to spend consistently more money than

peers with similar income, the user might be considered at risk of immediate or future financial

problems. One can provide advice on how to reduce spending or occasionally send notifications

to such users to remind them of their tendency to overspend. For user 2, who spends consistently

less than peers with similar income, one can focus on advice on savings and investments. And

last but not least, advisers can send user 3 warnings or recommendations when the user’s

spending behaviour starts to deviate from the peer average. The guidance also needs to take

account the financial situation within the peer group, as even customers with similar income

might be on average overspending or underspending. However, using the comparative mean

value one is able to identify group behaviour of the comparison group, behaviour of reference

subjects and detect customers with different behavioural patterns in comparison to peers.

Functions measuring the difference between the reference subject value and the time-varying

comparative mean value are a possibility for identifying each of the three cases mentioned above.

However, the usage of absolute measures requires separating cases when the reference subject’s

spending is above or below the time-varying comparative mean value so to distinguish between

cases of overspending and underspending.

For a more complete picture of how the comparative mean expenditure changes with different

values of δ, in Fig. 3.7 we select a specific month and plot the resulting comparative mean

expenditure (3.7) with the corresponding values of δ.

The interpretation of Fig. 3.7 is as follows. The starting position of the comparative mean

expenditure at δ “ 0 in respect to the total sample mean provides information on the reference

subjects’ position in the total distribution of expenditure. It is noticeable, that despite of the

very different expense behaviour of our reference subjects, all three reference subjects spend

less than the total sample on average. As the distribution of total expenses is heavy-tailed,

most users have expenses below the total sample average.

The slope of the comparative mean expenditure as a function of δ tells us how much the
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reference subjects differ from peers with similar income. In absolute, the greater the slope at

low values of δ, the more the specific user’s response deviates from that of the average in the

peer group. For large positive slopes the user is spending considerably less than peers with

very similar income. The smaller a negative slope, the more the user spends in comparison

to their closest peer groups. As we keep increasing δ more people are included in the window

of comparison and the comparative mean expenditure approaches the total sample mean. To

illustrate, we turn back to Fig. 3.7. As discussed previously, we already know that user 1 tends

to spend consistently more than peers with similar income. For April 2017, we can clearly

see this in Fig. 3.7 on the very steep negative slope around δ « 0. Furthermore, for any

δ ă £5, 000 the user’s expenditure, seen at δ “ 0, stays above mean peer expenditure. This

means that user 1 spends more than the average of any peer group selected based on similar

income of `́£5, 000 of the user’s income. As mentioned previously, this can become or already

be a financial problem for the user. The opposite case is user 2, who tends to spend less than

peers. This is in line with the slope of the comparative mean expenditure at low δ values in

Fig. 3.7. A very small increase of δ around δ « 0 increases the comparative mean expenditure

considerably. This indicates that users with very similar income spend much more than user

2. As we keep increasing δ the comparative mean expenditure dips a bit, but stays above the

reference subject’s value. This means the user 2 spends less than any peer group selected using

the window of comparison. Last but not least user 3 who spends roughly the same as the

average of peers. We can see the comparative mean expenditure does not notably change at

any delta of approximately δ ă £2, 000. At around δ « £3, 000 the comparative mean value

drops below the user’s value. This indicates more customers with lower expenditure in the

window of comparison. For values of approximately δ ą £5, 000 this difference disappears and

the comparative mean expenditure stays above the user’s response.

A commonly used non-statistical approach for personal financial analysis are financial ratios

(e.g. see Bae et al., 2005; Greninger et al., 1996; Melzer, 2017; OECD, 2020) a review of which

can be found in Harness et al. (2008). We present the expense to income ratios for users 1–3

in the Supplementary Material. However, we would like to point out that financial ratios were

constructed for other purposes than for subject-to-group comparison pioneered in this section.

3.4.3 Further Empirical Analysis

Here we provide further illustrations of the proposed approach, with a particular focus on

monitoring:

1. How the estimates of smooth comparative mean expenses get updated once new data

arrives?

2. Is there any major impact on the subject-specific fits as the database structure evolves

over time?
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Figure 3.8: Real-time smooth time-varying comparative mean value analysis: Starting with January 2018 new
data points are added and the smooth comparative mean expenditure (3.7) is fit. The lighter the curves the
more data points are considered. The x-axis shows the number of subjects in the window of comparison kt, and
months between January 2017 and December 2018.

In terms of (1), in fields such as Econometrics the ability of a method to be coherent over

real-time—in the sense of not revising estimates, once new data arrives—is key, and it has been

a subject of wide interest (see, for instance Orphanides & Van Norden, 2002, and references

therein). In terms of (2), the data analysed below are similar to that from Section 3.4.1, but with

minor changes in transaction categorization, and consisting of two years of data (2017–2018).

As it can be seen from Fig. 3.8 revisions are moderate except at the end of the observation

period, which is mostly explained by the well-known boundary–bias challenges faced by the

Nadaraya–Watson estimator (Wand, 1995, Section 5.5).
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3.5 Discussion and Closing Remarks

Unlike methods for comparing population groups and treatments (e.g. t-test, ANOVA, and

propensity score matching), subject-to-group comparison has received little attention in Oper-

ational Research and in Statistics, but as this Chapter puts forward the latter comparison is

of the utmost importance in an OB setup. In this section, we introduced the time-varying

comparative mean value, which is a statistical method for learning about the dynamics of dif-

ferences between the response of a reference subject and that of a comparison group defined

by covariate truncation around the reference subject’s covariates. The covariate truncation is

controlled by a similarity variable (δ) set by the user. By varying δ one can extract information

on the distribution of the response and the position of the reference subject in it. No parametric

structure on the response and/or covariates is assumed. The method can be viewed as a time-

varying truncated covariate regression model, and local polynomial regression is used to define

its smooth version. A simulation study showed the estimators recover the true time-varying

comparative mean value well.

As discussed in Section 3.2.4, the time-varying comparative mean has links to statistical

concepts such as the F -barycenter, MES and SES, regression toward the mean and k-nearest

neighbours. There are also links to regression methods for truncated random variables. Yet, un-

like the latter regression methods which are designed for truncated responses, the time-varying

comparative mean value deals with truncated covariates. To our knowledge the time-varying

comparative mean value provides a first methodological approach to truncated regression on

an interval centred around a reference covariate.

We showcase the usefulness and insights obtained by the time-varying comparative mean

value on data provided by a UK service provider, MD, who motivated the development of the

here proposed methods. Because for each customer in the sample of 10, 689 customers, the data

covers all transactions in 2017 and 2018 for all accounts registered by the customers across 70

financial institutions in the UK, the data can be considered to be of OB-type.

In the analysis we compare the spending behaviour of selected reference customers with the

spending behaviour of customers with similar income as the individual reference customers.

Based on the diagnostics obtained by such analyses the financial services provider can offer

advice and services specifically tailored for the financial needs of the reference customer. Because

the insights obtained by the time-varying comparative mean value are also simple to read and

communicate, when implemented into a financial services platform or an financial application,

customers can contrast their own finances, e.g. expenses or savings, against customers they

consider to be financial peers, e.g. people with on similar income or age.

Although we apply the time-varying comparative mean value to personal finance, due to

its generality it can be used in other contexts, such as comparing one patient to patients with

similar characteristics to identify patient-to-group differences.
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To allow for a more granular definition of peers the time-varying comparative mean value can

be defined using a window of comparison with multiple explanatory variables. While here we

have focused on a window of comparisons based on the single covariate framework, the extension

of the proposed methods for multiple covariates is feasible and will be explored elsewhere.

Tracking how the dynamics of the comparative mean value may change when there are

potential jumps or breaks in the data is a natural challenge that one may face in some ap-

plications. Versions of the proposed time-varying comparative value that resort to models for

curves with jumps (e.g. Gijbels et al., 2004; Kang, 2020) or to wavelets (Abramovich et al.,

2000)—rather than local polynomial methods—may be more natural for those applications. In

general, any interpolation method can be used for constructing the time-varying comparative

mean value. Their usefulness depends on the context and properties of the given data. An

overview of interpolation methods can be found in Simonoff (2012).

To identify customers at risk, it would also seem natural contrasting the reference subject

against a high quantile of the response, such as expenses, say on a window of comparison

based on subjects with similar covariates, such as income. This would lead to comparative

quantile-based approaches, which would have links with quantile regression (Koenker, 2005).

Specifically, the time-varying comparative quantile could be defined as

qδ “ QYt
tp | Xt P Wδ,tpx0,tqu, 0 ă p ă 1.

This is another natural avenue for future research. Such an approach would also have the

benefit of providing a more robust estimate due to the robustness properties of quantiles.
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Chapter 4

Reign-and-Conquer:

Parallelisable Model-Based

Approach for Marginal and

Multivariate Clustering

This chapter develops a clustering method that takes advantage of the stur-

diness of model-based clustering, while attempting to mitigate some of its

pitfalls. First, we note that standard model-based clustering likely leads to

the same number of clusters per margin, which seems a rather artificial as-

sumption for a variety of datasets. We tackle this issue by specifying a

finite mixture model per margin that allows each margin to have a different

number of clusters, and then cluster the multivariate data using a strategy

game-inspired algorithm, which we call Reign-and-Conquer. Second, since

the proposed clustering approach only specifies a model for the margins—but

leaves the joint unspecified—it has the advantage of being partially parallelis-

able; hence, the proposed approach is computationally appealing as well as

more tractable for moderate to high dimensions than a ‘full’ (joint) model-

based clustering approach. A battery of numerical experiments on artificial

data indicate an overall good performance of the proposed methods in a va-

riety of scenarios, and real datasets are used to showcase their application

in practice.
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4.1 Introduction

Context and Motivation

Clustering is an unsupervised learning approach for the task of partitioning data into mean-

ingful subsets. The huge literature on cluster analysis is difficult to survey in a few sentences,

but a concise description of well-known approaches is offered by Hastie et al. (2009), Everitt

et al. (2011), and King (2015). Examples of mainstream methods for clustering data include

model-based (Bouveyron et al., 2019), similarity-based (Kaufman & Rousseeuw, 1987; Mac-

Queen, 1967), and hierarchical clustering (Hastie et al., 2009, Section 14.3). In this chapter we

propose a novel model-based approach for cluster analysis that lies at the interface of model-

based clustering (i.e., via mixture models) and similarity-based clustering (i.e., via K-means

and K-medoids). The proposed approach aims to benefit from the flexibility and soundness

of model-based clustering, while attempting to mitigate Pitfalls 1 and 2 below. Model-based

clustering is a fast-evolving and intradisciplinary research topic as can be seen from the recent

Handbook on Mixture Analysis (Fruhwirth-Schnatter et al., 2019) as well as the survey papers

of Melnykov & Maitra (2010), McNicholas (2016), Gormley et al. (2023), and the references

therein.

Pitfall 1: The “Single K Problem”

The idea of thinking of a cluster as a component of a mixture model has a long tradition in

cluster analysis, that has its roots in Tiedeman’s work in 1955 (McNicholas, 2016). Despite the

resilience and flexibility of this paradigm, it is often unnoticed that multivariate model-based

clustering may induce the same number of clusters on each margin. For many applied contexts

of interest, such as customer segmentation using OB-type data described in Section 1.2, it is

unnatural to believe that all margins should have exactly the same number of components—and

hence the same number of marginal clusters. To appreciate this issue, let’s revisit the Gaussian

finite-mixture model,

fpxq “

K
ÿ

k“1

πkϕdpx;µk,Σkq, x “ px1, . . . , xdq, (4.1)

where ϕdpx;µk,Σkq is the density function of a d-dimensional multivariate Normal distribution

with mean µk “ pµk,1, . . . , µk,dq and variance-covariance matrix Σk, with diagonal elements

pσ2
k,1, . . . , σ

2
k,dq. The marginal distributions stemming from (4.1) are

fjpyq “

K
ÿ

k“1

πkϕpy;µk,j , σ
2
k,jq, (4.2)

for j “ 1, . . . , d. As can be seen from (4.2) model-based clustering as in (4.1) implies that all

margins have K clusters per margin, except if µk,j “ µk1,j and σk,j “ σk1,j for some k1 and k.
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Since in practice it is challenging to learn from data if this (i.e., µk,j “ µk1,j and σk,j “ σk1,j)

holds exactly, we will refer to this challenge as the “single K problem”.

Pitfall 2: Curse of Dimensionality, with Opd2q Parameters as d Ñ 8

The Gaussian mixture model in (4.1) has pK ´ 1q ` Kd ` Kdpd ` 1q{2 parameters, and hence

the number of parameters increases quadratically with d. This shortcoming is well known to

limit the scope of application of model-based clustering on high-dimensional data (Bouveyron

& Brunet-Saumard, 2014). Some approaches have been developed with the aim of providing

a more parsimonious specification, and hence as byproduct this chapter will also contribute

to that literature. A key paper on parsimonious model-based clustering is that of McNicholas

& Murphy (2008) who suggest a latent Gaussian model that can be regarded as a mixture of

factor models.

Summary of Main Contributions

The main contributions of this chapter are as follows:

� We pioneered the development of a model-based solution for the “single K problem” out-

lined in (4.2), by specifying an individual finite mixture models for each of the margins,

but making no assumptions on the joint distribution. The sample space is then parti-

tioned via a strategy game-inspired algorithm, which can be used for clustering data, both

marginally as well as in a multivariate fashion.

� We develop a computationally appealing and partially parallelisable model-based ap-

proach that bypasses the need to learn about Kdpd ` 1q{2 parameters used in the co-

variance matrices Σ1, . . . ,ΣK required for a ‘full’ (joint) Gaussian model-based clustering

approach.

� The proposed data-driven approach for partitioning the sample space, automatically sieves

regions that only have a residual amount of mass—via a minimum entry-level requirement

that is specified by the user or set in a data-driven manner. In addition, we assess

numerically the proposed methodologies and ascertain the reliability of their clustering

performance in a battery of numerical experiments.

� As a byproduct, the proposed method contributes to the literature on game-inspired clus-

tering approaches that followed from the seminal paper of Bulò & Pelillo (2009) (e.g., Hou

et al., 2022). As will be shown below the proposed approach differs however significantly

from that of the previous paper—both in terms of scope (the focus of Bulò & Pelillo is on

hypergraph clustering) as well as on the specificities of the game-underlying the proposed

clustering approach.

Structure and Organisation of this Chapter
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The remainder of this chapter unfolds as follows. In Section 4.2 we introduce the proba-

bilistic framework underlying the partition of the sample space which will be the building block

of the proposed clustering approach to be introduced in Section 4.3. Section 4.4 outlines a

conceptualization of a variant of the proposed partitioning approach by reinterpreting it as a

strategy game. Experiments with artificial and real data, including an analysis of OB-type data

described in Section 1.2, are conducted in Sections 4.5 and 4.6, respectively. Final observations

closing remarks are given in Section 4.7.

4.2 Reign-and-Conquer Partitioning

4.2.1 The Probabilistic Framework

A key goal in this section is to devise a partition of the sample space of the joint distribu-

tion that is meaningful in a sense to be made more clear below. The proposed framework

entails three steps, and to streamline the presentation we first focus on the bivariate setting.

Comments on the mutivariate extension are given in Section 4.2.2, and Section 4.4 outlines a

game-theoretical variant of the proposed approach. This section does not yet consider data nor

estimation, it rather focuses on a probabilistic setup for partitioning a sample space; comments

on learning from data based on the principles below are given in Section 4.3. Here and below,

no assumption whatsoever is made on the joint density, and we model each margin as a mixture

model. Keeping in mind that any density can be approximated by a mixture of Normals, given

enough components, the latter assumption is relatively mild. Furthermore, this assumption is

supported by the following observation. Regardless of the joint density fX,Y px, yq its expec-

tation is pEpXq,EpY qq “ p
ş

xfXpxqdx,
ş

yfY pyqdyq. In other words, the joint expectation is

invariant to the dependence structure. The same is true for the component centers pµX , µY q.

Even though modelling the margins separately does not provide us with the dependence struc-

ture of the joint it allows us to learn about the joint expectation and the component centers.

This is what step 1 of the Reign-and-Conquer clustering is designed for so that step 2–3 can

reconstruct the joint clusters.

Step 1: Margins (Model-Based Clustering)

Let X „ fX and Y „ fY , where

fXpx | K,Θq “

K
ÿ

k“1

πk ppx | θkq, fY py | L,Ψq “

L
ÿ

l“1

ωl qpy | ψlq. (4.3)

Here, p and q are density functions, with parameters Θ “ pθ1, . . . ,θKq and Ψ “ pψ1, . . . ,ψLq;

in addition K and L are the number of clusters respectively associated with the margins X and

Y .
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Step 2: Reign (Similarity-Based Joint Protocluster Allocation)

We first divide the sample space of pX,Y q, to be denoted by Ω, via a partition that is based on

the set of all marginal cluster means

$

&

%

µX “ tµ
p1q

X , . . . , µ
pKq

X u,

µY “ tµ
p1q

Y , . . . , µ
pLq

Y u,
where

$

’

’

&

’

’

%

µ
piq
X “ EpX | θiq “

ż

x ppx | θiqdx,

µ
piq
Y “ EpY | ψiq “

ż

y qpy | ψiqdy.

(4.4)

Specifically, each point pµ
piq
X , µ

pjq

Y q in the Cartesian product

µX ˆ µY “ tpµ
p1q

X , µ
p1q

Y q, . . . , pµ
pKq

X , µ
pLq

Y qu, (4.5)

has a corresponding Voronoi cell Ai,j for i “ 1, . . . ,K and j “ 1, . . . , L. We refer to the Voronoi

cells A1,1, . . . , AK,L as protoclusters as they define a first partition of Ω, and call the sites,

µX ˆ µY , as protocluster centers.

Step 3: Conquer (Final Joint Cluster Allocation)

After dividing Ω we conquer. That is, Step 3 identifies low density protoclusters to be conquered

by high density regions, hence refining the naive partition of Ω from Step 2. To avoid including

in the resulting partition regions that have a residual amount of mass, a minimum entry-level

requirement is chosen to which we refer to as the sieve size u P r0, 1s. Let

Du ” tpi, jq : P pAi,jq ď uu, (4.6)

be the indices of the protoclusters that have low mass and that hence will be conquered for a

given sieve size. The final sample space partition corresponds to the Voronoi cells Bi,j associated

with the protocluster centers of the conquerors, i.e., pµ
piq
X , µ

pjq

Y q with pi, jq P Dc
u. To assess how

the number of final clusters depends on the sieve size, we define the conquering function as

Cpuq “ |Dc
u| “ KL ´ |Du|, (4.7)

where |A| denotes the cardinality and Ac is the complement of the set A.

Example 4.2.1 illustrates the main concepts and ideas of the sample space partitioning

approach discussed above.

Example 4.2.1 (Reign-and-conquer partitioning on a mixture of three bivariate Normal dis-

tributions). In Figure 4.1 (a) we depict a mixture of three bivariate Normal distributions as

in Equation (4.1), with means µ1 “ p´3, 3q, µ2 “ p3, 3q, µ3 “ p0,´3q, mixing probabilities
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(a) (b)

(c) (d)

Figure 4.1: Reign-and-Conquer Partitioning for Example 4.2.1. (a) protoclusters, protocluster centers (‚),
and joint density. (b) Marginal densities. (c) Conquering function. (d) The Voronoi cells of the conquerors for
u “ 0.1.
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π1 “ π2 “ π3 “ 1{3, and covariance matrices:

Σ1 “

»

–

1 0.5

0.5 1

fi

fl , Σ2 “

»

–

1 ´0.5

´0.5 1

fi

fl , Σ3 “

»

–

1 0

0 1

fi

fl .

This set-up leads to a different number of clusters per margin as can be seen in Figure 4.1 (a)

and (b). Specifically, in the Y –margin there are two clusters with centers in µ
p1q

Y “ 3 and

µ
p2q

Y “ ´3 (i.e., L “ 2), while in the X–margin there are 3 clusters with centers in µ
p1q

X “ 3,

µ
p2q

X “ 0 and µ
p3q

X “ ´3 (i.e., K “ 3). In Figure 4.1 (c), we also display the conquering function,

and in Figure 4.1 (d) we depict the Voronoi cells of the conquerors corresponding to the sieve

size u “ 0.1. If we were to regard protoclusters from Step 2 as ‘territories,’ what the Reign-and-

Conquer partition does at Step 3 is to conquer low density cells and lets the dominant regions

of mass conquer them.

4.2.2 d-Dimensional Extension and Theoretical Properties

The approach from Section 4.2.1 extends naturally to a D-dimensional context as follows. For

the margins, we now consider X1 „ f1, . . . , Xd „ fd with

fjpx | Kj ,Θjq “

Kj
ÿ

k“1

πk,j pjpx | θkq, (4.8)

where the notation in (4.8) extends that in (4.3), with j “ 1, . . . , d. In particular, (4.8) implies

that the first margin (X1) has K1 clusters, that the second margin has K2 clusters, and so on.

The partition underlying the reign step is now formed by the Voronoi tesselation tAi : i P Iu,

with i “ pi1, . . . , idq, I “ t1, . . . ,K1u ˆ ¨ ¨ ¨ ˆ t1, . . . ,Kdu, and where the Ai cell corresponds to

the protocluster center pµ
pi1q

X1
, . . . , µ

pidq

Xd
q, with µ

pkq

Xj
“ EpXj |θkq “

ş

x pjpx |θkqdx. The final

clusters yield from the conquering step correspond to the Voronoi cell Bi associated with the

protocluster centers of the conquerors, i.e., pµ
pi1q

X1
, . . . , µ

pidq

Xd
q with i P Dc

u, where

Du ” ti P I : P pAiq ď uu, (4.9)

for u P r0, 1s. The conquering function is more generally defined in the d-dimensional setting as

Cpuq “ |Dc
u| “ K1 ˆ ¨ ¨ ¨ ˆ Kd ´ |Du|. (4.10)

The conquering function is characterized by a set of properties summarized in the next theorem.

Theorem 4.2.2. The conquering function, Cpuq as defined in (4.10), obeys the following prop-

erties:

a) It is nonincreasing.

75



b) It is continuous from the left.

c) It is bounded below by Cp1q “ 0 and above by Cp0q “
śd

j“1 Kj.

d) It integrates to one, i.e.,
ş1

0
Cpuqdu “ 1.

Proof. See Appendix B.1.

It can be noticed that the conquering function from Example 4.2.1 verifies all the claims of

Theorem 4.2.2 as can be seen from Figure 4.1 (c). In addition to Theorem 4.2.2 it can be shown

that the conquering function is a step function that has a finite number of steps provided that

K1, . . . ,Kd are finite. See Appendix B.2.

4.3 Learning from Data

We now devise an algorithm based on the probabilistic framework from Section 4.2. The goal

is to allocate observations in a dataset txlu
n
l“1, with xl “ pxl,1, . . . , xl,dqT in Rd, into a set of

meaningful classes—both in terms of the margins as well as the joint. Using the notation from

Section 4.2.2, we introduce the R2C (Reign-and-Conquer Clustering) algorithm.

Algorithm 2 R2C (Reign-and-Conquer Clustering)

Step 1. Margins: Fit the jth marginal density in (4.8) using tx1,j , . . . , xn,ju, for j “

1, . . . , d, so to learn about tpKj , µ
p1q

Xj
, . . . , µ

pKjq

Xj
qudj“1.

Step 2. Reign: Learn about the protoclusters tAi : i P Iu of tpµ
pi1q

X1
, . . . , µ

pidq

Xd
q : i P Iu.

Step 3. Conquer:Learn about the Voronoi cell of the conquerors, tBi : i P Dc
uu, that is

that of tpµ
pi1q

X1
, . . . , µ

pidq

Xd
q : i P Dc

uu, and allocate the l-th observation to a cluster using the

encoder

Encplq “ argmin
pi1,...,idq

}xl ´ pµ
pi1q

X1
, . . . , µ

pidq

Xd
q}2. (4.11)

If we were to regard protoclusters from Step 2 as ‘territories,’ what R2C does at Step 3 is to let

the mass dominant regions conquer the low density ones. The R2C algorithm warrants some

further comments:

� Step 1. Margins: To learn about tpKj , µ
p1q

Xj
, . . . , µ

pKjq

Xj
qudj“1 several approaches can be

taken. We use the NLP (non-local prior) for mixtures approach of Fúquene et al. (2019),

but alternatively one could use, for example, RJ MCMC (Reversible Jump Markov Chain

Monte Carlo) (Green, 1995). We opt for NPLs as they are designed to enforce parsimony

by penalizing mixtures with a redundant number of components, and they bypass the

need for complicated algorithms such as RJ MCMC. Determining Kj is a well-studied

yet open problem, and an overview of the literature in this can be found in Richardson &

Green (1997), Fraley & Raftery (2002), and Baudry et al. (2010).
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� Step 2. Reign: To compute the protoclusters tAi : i P Iu of tpµ
pi1q

X1
, . . . , µ

pidq

Xd
q : i P Iu,

we resort to the cluster centers from Step 1.

� Step 3. Conquer: To learn about the cells of the conquerors, we need to learn about

Du “ ti P I : P pAiq ď uu—and this implies estimating P pAiq. Several approaches

can be taken, and here we opt for the simplest one—the maximum likelihood estimator

(MLE). To avoid burdening the notation, we introduce the MLE on the bivariate case,

but the details extend easily to the multivariate setting. Let txlu
n
l“1 “ tpxl,1, xl,2qunl“1

and note that the number of points falling on the protoclusters, ni,j “ |txl P Ai,junl“1| is

Multinomial distributed, that is,

n „ Multinomialppq, (4.12)

where n “ pn1,1, . . . , nK,1, . . . , n1,L, . . . , nK,Lq and p “ pp1,1, . . . , pK,1, . . . , p1,L, . . . , pK,Lq.

Hence, the MLE is p̂ “ n{n and Bayesian inference can also be easily conducted.: Follow-

ing the principles from Section 4.2, this estimate implies conquering protoclusters centered

at pµk, µlq, for which
nk,l

n
ă u, for u P p0, 1s. (4.13)

The estimated regions of the conquerors Bk,l are obtained by the Voronoi tessellation on

the remaining pµk, µlq so that pk, lq R Du ” tpi, jq : P pAi,j ă uqu.

To a certain extent, the R2C algorithm combines the paradigms of model-based clustering and

similarity-based clustering. Indeed, Step 1 consists of a marginal model-based clustering ap-

proach. In addition, just as in similarity-based clustering methods, such as k-means, Step 3

entails an encoder (Hastie et al., 2009, Section 14.3), which determines to which cluster obser-

vation xl belongs to. The Euclidean norm in (4.11) can be replaced by any preferred norm. For

example using the Mahalanobis norm would take also the spread of the cluster into account,

additionally to the distance from the cluster center.

Some comments on the implementation and computing are in order. In terms of implemen-

tation, as mentioned earlier, to avoid including in the resulting partition of the sample space

regions that have a residual amount of mass, a minimum entry-level requirement u P r0, 1s should

be set by the user. That value might be set at a fixed low level (say, u “ 0.1), so that all resulting

clusters have at least that mass. Alternatively, data-driven approaches for setting u, based on

the fitted conquering function, are also explored in Section 4.5. In terms of computing, Step 1

can be parallelised into D cores, and so to speed up the computations parallel computing was

:Bayesian inference can be conducted by assuming a Dirichlet prior over the unit simplex on RKL, i.e.,
p „ Dirichletpaq, where a “ pa1,1, . . . , aK,1, . . . , a1,L, . . . , aK,Lq. Dirichlet–Multinomial conjugacy then implies
that posterior inferences can be obtained from p | n „ Dirichletpa ` nq. Finally, another alternative would be
to specificy a model for the joint distribution. Yet, given that we only need to learn about the pi,j “ P pAi,jq,
and since we prefer to avoid specifying a copula that may not accurately describe the joint distribution, we opt
for the above-described likelihood-based approaches.
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implemented with the R package parallel (R Development Core Team, 2022). Steps 2 and 3

involve the computation of Voronoi tesselations from out of a ” |µX1ˆ¨ ¨ ¨ˆµXD
| “ K1ˆ¨ ¨ ¨ˆKD

protocluster centers and from a ´ |Du| protocluster centers of the conquerors. While parallel

algorithms could have been employed also for higher-performance computation of Steps 2 and

3 (e.g., Peterka et al., 2014) we have opted for the simple partially parallelisable approach in

Algorithm 2.

We close this section with a simple yet important comment. While Step 3 of the R2C

algorithm leads to multivariate clustering of txlu
n
l“1, marginal clustering can be made directly

from Step 1 via the posterior probabilities

Ẑl,k,j “
πk,jpjpxl,j |θkq

řKj

k“1 πk,jpjpxl,j |θkq
. (4.14)

Note that Ẑl,k,j P r0, 1s estimates the cluster membership labels of the lth observation on the

j-th margin, which are defined as Zl,k,j “ 1 if the l-th observation on the j-th margin xl,j

belongs to the k-th component, or Zl,k,j “ 0 otherwise.

4.4 An Outline of a Game Theory Conceptualization

4.4.1 A Game of Thrones—Starting Point

This section outlines an alternative way to look into the sample space partitioning approach

from Section 4.2 as a game. To streamline the presentation we focus on the bivariate case; the

extension to the multivariate case is a matter of adjusting notation. More specifically, the game

to be considered starts at Step 2 of Reign-and-Conquer partitioning (Section 4.2), players are

to be understood as KL ‘Kings’ owning the protocluster ‘territories’ (tAi,ju) and who decide

whether or not they will attack their neighbors. To make matters concrete, think of Figure 4.1

(a) as representing the protocluster ‘territories’ of KL = 6 Kings, who have to decide whether

or not they attempt to conquer the territories of their neighbors. If a territory is attacked by

two Kings, they might have to share the conquered territory.

The neighboring structure of players can be represented via a KL ˆ KL adjacency matrix

M, and it can be visualized using a (undirected) graph G “ pN,E q, where E is a set of edges

representing a neighboring relation. The outcome of the game is an element in S(to be defined

in Section 4.4.2), and it can be visualized with a directed graph G “ pN,Eq, where E is a set

of directed edges or arrows representing attacks. To build intuition surrounding these ideas

and concepts, let’s revisit Example 4.2.1. Figure 4.2 (a) depicts the graph corresponding to the
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neighboring structure of the KL = 6 Kings, and the corresponding adjacency matrix is

M “

¨

˚

˚

˚

˚

˚

˚

˚

˚

˚

˚

˚

˚

˝

0 1 0 1 1 0

1 0 1 1 1 1

0 1 0 0 1 1

1 1 0 0 1 1

1 1 1 1 0 1

0 1 1 1 1 0

˛

‹

‹

‹

‹

‹

‹

‹

‹

‹

‹

‹

‹

‚

.

The directed graph in Figure 4.2 (b) depicts an example of attack decisions compatible with the

outcome from Figure 4.1 (d). Indeed, for example, we can think of the outcome in Figure 4.1 (d)

as the consequence of players p1, 1q and p2, 2q attacking player p2, 1q and sharing the conquered

territory, and so on.

4.4.2 Representation, Equilibrium, and Open Challenges

Below, an ‘attack’ is denoted with a ‘1’, and ‘not to attack’ with a ‘0’. The (normal form) game

of interest is given by the triple G “ pN, tSiuiPN , tUiuiPN q, where:

� N “ tpi, jq : i “ 1, . . . ,K, j “ 1, . . . , Lu is the set of players (‘Kings’).

� Si,j is the pure set of strategies of King pi, jq,

Si,j “ twho to attack, keeping in mind that only neighbors can be attackedu,

Si,j Ď t0, 1uKL,

and S “
Ś

pi,jqPN

Si,j is the set of all vectors of strategies, where ‘
Ś

’ is the Cartesian

product.

� Ui,jpsq is the payoff of King pi, jq, with s “ psi,jqpi,jqPN , with Ui,j : S Ñ R.

(a) (b)

Figure 4.2: Revisiting Example 4.2.1. (a) Neighboring structure corresponding to Figure 4.1 (a). In

(b) is depicted a directed graph with an instance of attack decisions compatible with the outcome from

Figure 4.1 (d). In both charts the nodes represent players (‘Kings’) (1, 1), . . . , (2, 3).
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By construction, the strategy set of each player is finite and hence this is said to be a

finite game. While a Nash equilibrium for this game may not exist over pure strategies,

an equilibrium will exist over mixed strategies. A mixed strategy for player pi, jq is a

distribution over their set of pure strategies Si,j , that is

Si,j “

"

σi,j : Si,j Ñ r0, 1s :
ÿ

si,jPSi,j

σi,jpsi,jq “ 1

*

.

The celebrated Nash theorem, recalled below for completeness, ensures that the game of

interest has at least one equilibrium in mixed strategies.

Theorem 4.4.1. Every finite game in strategic form, that has a finite number of players,

has a Nash equilibrium in mixed strategies.

Proof. See, for example, Maschler et al. (2020, Section 5).

Conceptually speaking, the approach above endows Step 3 with a much broader range of

possibilities on how to partition the sample space Ω. First, there are numerous ways in

which the ‘incentives’ (utility functions) can be set, and in particular they can mimic the

ones from Section 4.2. A refinement of Step 3 based on the principles outlined above is as

follows: a) Compute a Nash equilibrium; b) Derive the cells of the conquerors resulting

from such equilibrium. In terms of a) we note that computation of Nash equilibria is non-

trivial in general, but it can be conducted using simplicial subdivision (van der Laan et

al., 1987), a Newton method known as Govindan–Wilson algorithm (Govindan & Wilson,

2003), search methods (Porter et al., 2008), among other.

Keeping in mind the computational motivation of the section, in the numerical experi-

ments to be reported below we focus on the computationally appealing approach from

Section 4.3—that bypass the need for computing Nash equilibria in Step 3—but we aim

to revisit the numerical performance of this game-theoretical variant of the proposed

methods in future research.

4.5 Numerical Experiments on Artificial Data

4.5.1 Simulation Setup and One Shot Experiments

In this section we study the performance of the proposed methods via numerical exper-

iments. An exhaustive Monte Carlo simulation study will be presented in Section 4.5.2.

The Monte Carlo simulation will assess two data-driven approaches for setting the sieve

size based on the conquering function as well as the strategy of setting a fixed low sieve

size (e.g., u “ 0.1). The data-driven approaches based on the conquering function will
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Scenario 1

(a) (b)

(c) (d)

Figure 4.3: One shot experiments for Scenario 1. (a) Simulated data and protoclusters (Step 1). (b) Estimated
(dashed) vs. true (solid) marginal densities. (c) Estimated (dashed) vs true (solid) conquering functions. (d)
Voronoi cells of the conquerors for u “ 0.1 (Steps 2 and 3).
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be called throughout as the plateau (u at which the longest plateau of Cpuq ends) and

the edge (u at which the largest jump on Cpuq occurs); see Appendix B.2 for technical

details.

Pitfalls 1–2 from Section 4.1 motivated us to design the following simulation scenarios:

‚ Scenario 1: Data are drawn from a mixture of K “ 3 bivariate Normal distri-

butions with weights, mean vectors, and covariance matrices as in Example 4.2.1.

To study the clustering performance as the sample size increases, we consider n P

t50, 100, 250, 500, 1000u. In Figure 4.3 we depict a one shot example of Reign-and-

Conquer algorithm corresponding to a sample of size n “ 500 and u “ 0.1; as can

be seen in Figure 4.3 (d), the proposed method suitably partitions the multivariate

data.

‚ Scenario 2: Data are drawn from a mixture of K “ 3 Clayton copulas (Nelsen,

2007, Chapter 4.2) with Normal margins: fXpxq “ ϕpx;´5, 42q{2`ϕpx; 3, 42q{2, and

fY pyq “ ϕpx;´5, 1q{3 ` ϕpx; 2.5, 1q{3 ` ϕpx; 5, 1q{3. Trivially, the joint distribution

does not obey (4.1), and the number of clusters per margin is different (K “ 2,

L “ 3). Here, we also consider sample sizes n P t50, 100, 250, 500, 1000u, and in

Figure 4.4 we depict the outcome of a one shot experiment with n “ 500. As can

be seen in Figure 4.4 (d), the proposed method suitably partitions the multivariate

data.

‚ Scenario 3: Data are drawn from a mixture of d-variate Normal distributions in

dimensions d P t5, 10, 15, 20u (moderate high dimensional data). In this scenario,

the sample sizes and the number of clusters depend on d in the following way:

nd ” n “ t10d3{2u and Kd ” K “ roundp
?
d ` 1q, where t¨u and round() denotes

the the floor and round functions respectively. The covariance matrices and mixing

probabilities are specified as Σk “ Id and πk “ 1{d, for k “ 1, . . . ,K, whereas the

mean vectors µk “ pµ
pkq

1 , . . . , µ
pkq

d q are sparsely defined: µ
pkq

i “ 0 for i ‰ k and

µ
pkq

k “ d{
?
2. This scenario leads to several identical marginal distributions, and the

mean vector components are constrained to be equidistant }µi ´ µj}2 “ d for all

j ‰ i; therefore the separation between clusters increases linearly with the number

of dimensions.

4.5.2 Monte Carlo Simulation Study

To assess the performance of the proposed clustering approach, for Scenarios 1–3 we redo

the previous one shot analysis M “ 1000 times so to estimate the following clustering

agreement metrics: Rand and Adjusted Rand Index (RI and ARI respectively), Jaccard

Index (JI), and Fowlkes–Mallows Index (FMI); see Pfitzner et al. (2009) and references
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Scenario 2

(a) (b)

(c) (d)

Figure 4.4: One shot experiments for Scenario 2. (a) Simulated data and protocluster (Step 1). (b) Estimated
(dashed) vs true (solid) marginal densities. (c) Estimated (dashed) vs true (solid) conquering functions. (d)
Voronoi cells of the conquerors for u “ 0.1 (Steps 2 and 3).
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therein. We also report the empirical distribution of the number of clusters detected

by the proposed method, over different conquering strategies (i.e., fixed u, plateau, and

edge), along with the same outputs for plain vanilla GMM (Gaussian Mixture Model)-

based clustering. For GMM, model selection was conducted using the BIC, and the model

was fitted using the mclust Fraley et al. (2012) package in R.
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Figure 4.5: Monte Carlo simulation study: (Left) Performance metrics (ARI, RI, JI, FMI) (Right) Empirical

distribution on the number of detected clusters.

In Figure 4.5 (top and middle), it can be seen that for Scenarios 1–2, as the sample

size increases the performance metrics increase on average for all conquering strategies.

Interestingly, for Scenario 1, the edge conquering strategy works better than the plateau

for relatively small sample sizes. Conversely, in Scenario 2, the plateau yields on average

better results than the edge for small sample sizes. In Scenarios 1–2, fixing a sieve size

of u “ 0.1, produces accurate clustering results on average even for small sample sizes.

In addition, as the sample sizes increases the proposed method identifies most frequently

the correct number of clusters K “ 3 for Scenarios 1–2—both when u “ 0.1 as well as

when u is set using the plateau.
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In Figure 4.5 (bottom) we present the performance of the proposed method for Scenario

3. As can be seen in Figure 4.5 (bottom–left), as the dimension increases on average

the proposed method presents better agreement metrics (recall that in Scenario 3 cluster

separation grows linearly with data dimension). In Figure 4.5 (bottom–right), it can be

seen that as the sample size increases, the proposed method most frequently captures the

true number of clusters Kd P t2, 3, 4, 5u for dimensions d P t5, 10, 15, 20u respectively.

Some final comments on the comparison of the Reign-and-Conquer clustering against

GMM are in order. In Scenario 1 the data are from are simulated from a low-dimensional

Gaussian mixture model, and hence perhaps not surprisingly GMM overperforms the

proposed approach. Still, the performance of the proposed approach is still remarkable

especially as we make no assumption on the joint. In addition, Reign-and-Conquer has a

comparable, if not superior, performance than GMM over Scenarios 2–3.

4.6 Real Data Illustrations

Banknote Data

The first dataset to be analysed with the proposed methods contains p “ 6 measurements

made on 100 genuine and 100 counterfeit old-Swiss 1000-franc bank notes (Flury, 1988,

pp. 5–8). The data consists of the following measurements (in millimetres): length of bill,

width of left edge, width of right edge, bottom margin width, top margin width, and the

width of diagonal. The data are available from the mclust R package (Fraley et al., 2012).

In Figure 4.6 (a) we depict a biplot to represent the first two principal components of the

data, along with the corresponding clustering yield by the proposed Reign-and-Conquer

clustering. The sieve size was set using the Plateau conquering strategy that corresponds

to the best average results on the simulations setting in Scenario 3. In Figure 4.6 (b) we

depict the fitted conquering function, from where it can be seen that the plateau consists

of u “ 0.36. As can be noticed from the confusion matrix in Table 4.1, Reign-and-Conquer

does an excellent job classifying counterfeit as well as genuine data. The GMM analysis

combined with BIC suggests that there could be three clusters. The latter analysis is not

least interesting from a forensic viewpoint, as it suggests that there might be two clusters

of counterfeit banknotes. Finally, we note that the number of marginal clusters obtained

using Reign-and-Conquer (i.e., K1, . . . ,K6) ranges from 1–3 clusters.

Italian Wine Data

The second dataset on which the proposed approach will be illustrated contains the re-

sults of a chemical analysis of wines grown in the same region of Italy derived from three
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Banknotes

(a) (b)

Italian Wine

(c) (d)

Figure 4.6: (a) Biplot banknote dataset, the color key corresponds to the cluster labels obtained for u “ 0.36
(Plateau). (b) Conquering function estimate. (c) Biplot of wine dataset, the color key corresponds to the cluster
labels obtained for u “ 0.105 (Plateau). (d) Conquering function estimate (restriced to r0, 0.25s for visualization
purposes).

86



Method Cluster Counterfeit Genuine

RC
1 99 0
2 1 100

GMM
1 16 2
2 0 98
3 84 0

Method Cluster Barbera Grignolino Barolo

RC
1 42 9 5
2 1 56 16
3 5 7 37

GMM
1 0 27 59
2 48 44 0

Table 4.1: Confusion matrix for banknote (left) and wine (right) data. Note: RC = Reign-and-Conquer,
GMM = Gaussian Mixture Model.

cultivars (Barbera, Grignolino, and Barolo); the data are available from Vandeginste et

al. (1990). The chemical analysis includes the measurement of d “ 13 continuous vari-

ables (such as Alcohol, Malic acid, Ash, Flavanoids, etc) on n “ 178 instances. Similarly

to the banknote data illustration, in Figure 4.6 (c) we depict a biplot to represent the

first two principal components of the data, along with the corresponding clustering yield

by the proposed method. The sieve size was set using the Plateau conquering strategy

that corresponds to the best average results on the simulations setting in Scenario 3. In

Figure 4.6 (d) we depict the fitted conquering function, the plateau consists of u “ 0.105.

As can be seen from the confusion matrix in Table 4.1, Reign-and-Conquer learns about

the ‘right’ number of cultivars and the obtained clusters have a resemblance with the cul-

tivars. The GMM analysis combined with BIC would offer another interesting outlook,

suggesting that two of these clusters are so similar that they should perhaps be merged.

Finally, we note that the number of marginal clusters (i.e., K1, . . . ,K13) is 1 for 8 of the

dimensions, and 2 for the remainder dimensions.

Application to Open Banking Data

In this section we illustrate the application of Reign-and-Conquer clustering to the OB-

type data provided by MD. The data is a variant of the data used in Section 3.4. It contains

9, 636 individuals for whom we have information about age, income, total expenses, asset

contributions, and bank repayments in the year 2017. We used the total amounts over the

year for each category to create a OB-type market segmentation. Keeping in mind the

variables have different ranges we scaled the margins to perform the Voronoi tessellation

using an Euclidean Distance. Table 4.2 depicts the number of marginal clusters detected

by the Step 1 of the algorithm.

Variable Age Income Expenses Asset Contributions Bank Repayments

Nr. of components 6 7 7 20 17

Table 4.2: Marginal modelling: Number of clusters on each margin.
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We observe that the number of components on each margin differs. Applying Step 2 of the

algorithm results in K1 ˆ ¨ ¨ ¨ ˆ K5 “ 99, 960 protoclusters. These combine the properties

of groups on each respective margin. Therefore, the protoclusters form a convenient and

easily interpretable grid for identifying detailed characteristics of individuals associated

with a specific (non-empty) protocluster.

The conquer step provides the final customer segments. We chose a sieve size of u “ 0.01,

i.e. we discard protoclusters with less than 1% of all observations. Figure 4.7 (a) shows

the corresponding conquering function Cpuq. This step eliminates 99.953 protoclusters

and results in 7 joint clusters, with the following number of individuals in each specified

group, ordered as in Figure 4.7 from left to right: 473, 494, 2, 071, 768, 436, 1, 147 and

4, 247. Figure 4.7 summarises the properties of each of these 7 groups. Since the first

three groups have similar age distributions we focus on them to give an example of how

to interpret the obtained results. In Figure 4.7 (c) we see that although the three groups

are similar in age, the third group has a much higher annual income. Higher income likely

leads to this group investing more in assets, as can be seen in Figure 4.7 (d), and to higher

total annual expenditure, which can be seen in Figure 4.7 (f). The other two groups with

similar ages are similar in their financial behaviour. However, there is a major differ-

ence in debt repayment. The first group has an average annual debt repayment of only

£72, while the average annual debt repayment of the second group average yearly debt

repayment is at £4, 549 noticeably higher. We see that although the latter two groups

are roughly the same, the proposed method is able to capture the differences that may

be important in the development or provision of financial services.

The example presented in this section shows that Reign-and-Conquer clustering provides

an useful and interpretable clustering solution both at the protocluster level and at the

joint. With the information provided by our method, institutions can precisely identify

which market segment a specific customer belongs to. The protoclusters provide a de-

tailed, grid-like analysis of the market, and the joint clusters presenting a complete picture

of the market. This information can help in the development and provision of products

and/or services for well-defined segments in the protocluster grid, as well as for the main

market segments of the market given by the joint clusters.
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Figure 4.7: (a) Conquering function estimate (restriced to r0, 0.045s), (b) age distributions of identified clusters,

(c) income distributions of identified clusters, (d) asset contribution distributions of identified clusters, (e) bank

repayment distributions of identified clusters, (f) expense distributions of identified clusters. Subfigures (b), (c),

(d), and (e) are represented on a log scale. In (a), (b), (c), (d), (e), and (f) each group is represented by a

colour, the ♦ represents distribution means within each group.
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4.7 Final Observations and Concluding Remarks

This section devises an unsupervised learning approach based on a marginal model-based

specification followed-up by a strategy-game inspired algorithm that partitions the sample

space. The approach was motivated from Pitfalls 1–2 from Section 4.1, and it can be used

for clustering data—both in a multivariate manner as well as marginally. Pitfall 1—the

single K problem—implies that fitting a plain vanilla multivariate Gaussian model might

result in all margins and the joint having the same number of components, unless one is

able to penalise for deviations from µk,j “ µk1,j and σk,j “ σk1,j . Pitfall 2—the curse of

dimensionality—is well known, and it implies that learning about a plain vanilla Gaussian

mixture model implies learning about Opd2q parameters, when d Ñ 8. Prompted by

these concerns, the herein proposed clustering approach only specifies a model for the

margins but leaves the joint unspecified, it has the advantage of being parallelisable, and

bypasses the need to learn about Kdpd` 1q{2 parameters used in the covariance matrices

Σ1, . . . ,ΣK required for a ‘full’ (joint) Gaussian model-based clustering approach. The

conducted numerical experiments suggest that the proposed approach has a comparable

performance, and even in some cases superior, than a plain vanilla Gaussian model-based

approach.

The application to the OB-type data sample illustrates the uses and benefits of the here

proposed method for creating a market segmentation that reflects the complex reality

captured by OB-type data.

Alternative models for clustering OB-type data in an accurate and interpretable way,

such as various copulas Di Lascio et al. (2011); Nelsen (2007) were considered. These

can be used to reflect the complexity of OB-type data. However, they do not fit the goal

of Chapter 4, aimed at addressing Pitfalls 1–2 from Section 4.1, while at the same time

providing an interpretable unsupervised clustering method for OB-type data.

The obtained numerical evidence indicates a satisfactory performance of the proposed

Reign-and-Conquer clustering method under a variety of situations, there is still room for

improvement, open problems to be addressed as well as opportunities for future research.

First, the geometry of the boundaries of the final kingdoms (i.e. the Voronoi Cells of the

conquerors) could perhaps be bended so to better adapt to the structure of the data, to of-

fer more flexibility to the resulting partitions, and ultimately to improve clustering results.

Second, the game-theoretical variant from Section 4.4 opens a world of opportunities on

ways to set the ‘incentives’ to conquer, via an utility function, to explored in a follow-up

paper. In terms of the “single K problem”, an alternative to the path taken here would

be to develop Bayesian regularization approaches that aim to penalise for deviations from

µk,j “ µk1,j and σk,j “ σk1,j . Computationally, the method is limited by the number of

elements of the Cartesian product of component centers. These are necessary for Step 2
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of the algorithm. High dimensional examples, such as the prostate cancer dataset (Singh

et al., 2002) create a Cartesian product matrix, with approximately 26033 elements. This

is an computational limitation that can be handled by dimension reduction methods such

as principal component analysis (Hastie et al., 2009, Section 14.5). Recent advances re-

garding this topic can be found in Johnson & Rossell (2010). While useful for settings

with a large number of variables dimension reduction methods make results harder to

interpret. Finally, while here the focus has been on unsupervised learning, the potential

of related strategy-game inspired approaches for supervised learning would seem natural.
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Chapter 5

Closing Remarks

This section summarises, discusses and concludes the research presented

in this thesis. It also adresses its limitations and points out possibilities

for future research.

5.1 Summary

The research presented in this thesis developed new and relevant statistical learning meth-

ods tailored for a OB and the newly available OB-type data associated with it. Two main

areas of methodological and applicational gaps were identified and addressed.

First, we highlight the lack and need for a statistical methodology to perform a subject-

to-group comparison, i.e. the comparison of the characteristics of a specific reference

subject to those of a group of similar subjects. We addressed this gap by proposing

the time-varying comparative mean value, which pioneers statistical learning methods for

performing subject-to-group comparison.

The second identified area we contribute to is the lack of suitable clustering solutions

that reflect the detailed structure of OB-type data while being computationally feasible.

We proposed the Reign-and-Conquer clustering algorithm, which, unlike joint mixture

models, allows the number of clusters on each margin to differ. This better reflects the

structure of OB-type data, as one can find different populations depending on the mea-

sures one focuses on. At the same time, modelling the margins separately mitigates the

curse of dimensionality of joint mixture models, making the Reign-and-Conquer clustering

method computationally attractive.

The presented statistical learning methodology contributes to the development of litera-

ture on statistical methods suitable for OB-type data analysis.

93



Contribution 1: Comparative Mean Value for Subject-to-Group

Comparison and Truncated Covariate Regression

With the introduction of the time-varying comparative mean value we pioneered sta-

tistical methodology for subject-to-group comparison necessary for comparing a single

reference subject with a group of similar subjects. Although we develop the concept for

use in a OB context, the proposed framework is general and not limited to OB-type data

applications. The time-varying comparative mean value can be used in any context where

the aim is to perform a subject-to-group comparison. Examples of possible applications

are specifying differences in patients with similar characteristics for a more personalised

treatment in a medical setting, the analysis of differences between a specific individual

and a group of similar individuals in various socio-economic settings, and the comparison

of the characteristics of a company with those of a group of similar entities.

The wide range of possible applications is underlined by the fact that the time-varying

comparative mean value is the first model for truncated covariate regression on an interval

centred around a reference covariate value. This expands its potential use regression on

relevant covariate values and ranges.

Contribution 2: Reign-and-Conquer Clustering as a Solution for

the Single-K and Mitigation of the Curse of Dimensionality

This thesis introduces the Reign-and-Conquer algorithm, which is an unsupervised clus-

tering method on the interface of model-based and similarity-based clustering approaches.

Fitting joint mixture models likely result in all margins having the same number of com-

ponent, that is the number of components on the joint distribution. We identify and

describe this problem, which we refer to as the single-K problem. By specifying a model

for each of the margins we allow the number of clusters on each margin to vary, and thus

propose a solution to the single-K problem. Addressing the pitfall of mixture models is of

great importance for creating meaningful market segmentation based on OB-type data,

as it allows for different numbers of populations for each measure found in the data.

The separate modelling of the margins also makes the algorithm partially parallelisable.

Unlike joint mixture models, the Reign-and-Conquer clustering algorithm does not suffer

from the curse of dimensionality, which makes it computationally attractive.

By overcoming the single-K problem and the curse of dimensionality, the Reign-and-

Conquer clustering algorithm contributes to the development of novel statistical learning

solutions suitable for clustering OB-type data.

The last two steps of the Reign-and-Conquer algorithm, utilise similarity-based concepts

to eliminate clusters with mass below a certain entry-level threshold u. This leads to a par-
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tition of the sample space dominated by clusters with large mass. By modelling margins

using mixture models and using similarity-based approaches to determine protoclusters

and the joint clusters, Reign-and-Conquer clustering positions itself at the interface of

model-based and similarity-based clustering methods.

The proposed Reign-and-Conquer clustering algorithm can be conceptualised in a game-

theoretic context and thus also contributes to the literature on game-inspired clustering.

Reign-and-Conquer clustering provides a rich framework on which to build and advance

the fields of model-based clustering, similarity-based clustering, game theory-inspired clus-

tering and customer segmentation using OB-type data.

5.2 Open Questions and Future Research

Contribution 1: Quantile Version of the Time-varying Compara-

tive Mean Value and Truncated Covariate Quantile Regression

This thesis introduces the statistical learning method of the time-varying comparative

mean value, which, as discussed, pioneers subject-to-group comparison and is the first

model for performing truncated covariate regression. The conditional expected value of

the time-varying comparative mean value can be replaced by a conditional quantile. This

would introduce subject-to-group comparison based on quantiles to statistical methodol-

ogy, as well as time-varying truncated covariate quantile regression.

Smoothing the time-varying comparative mean value provides a way to track its dynam-

ics while at the same time obtaining a predictor. To this end, we take advantage of the

Nadaraya-Watson kernel-weighted average smoother. Defining the smooth time-varying

comparative mean value using higher degree local polynomial smoothers as well as other

smoothing methods, such as splines and wavelets, could lead to performance improvements

on noisy data, data with structural breaks or jumps and data concentrated at variable

boundaries. Redefining the smooth time-varying comparative mean value using different

smoothing methods and comparing their performance is an area for future research.

The time-varying comparative mean value is introduced in an univariate setting. Thanks

to the general nature of the framework, extensions in multivariate settings are feasible and

relatively straightforward. Such extensions would introduce the multivariate time-varying

comparative mean value, the multivariate truncated covariate regression, the multivariate

time-varying comparative quantile and the multivariate truncated quantile regression.
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Contribution 2: Identification of Number of Joint Clusters via

Conquering Function and Extensions of the Game-theory Frame-

work of Reign-and-Conquer Clustering

The Reign-and-Conquer clustering method addresses the single-K problem and the curse

of dimensionality of joint mixture models. Using a minimum entry-level threshold u, Step

3 of the algorithm sieves out low-density protoclusters to obtain final joint clusters. The

conquering function shows the relationship between the minimum entry-level threshold

and the final number of clusters on joint distribution. The proposed criteria for selecting

the final number of clusters - edge and plateau - are initial approaches that highlight the

largest change in the number of clusters given a marginal change of the entry-level thresh-

old u and the longest ranges of u where the number of joint clusters does not change,

respectively.

New criteria can be proposed and thus new ways of determining the number of joint clus-

ters in the context of the Reign-and-Conquer clustering framework can be constructed.

The development and study of these criteria is an area for future research. For example,

an integration criterion can be constructed by considering the area under each step of

the conquering function and choosing the number of joint clusters corresponding to the

largest step area value. Such a criterion would lie midway between the edge and the

plateau criteria, as it emphasises neither the greatest change in the number of clusters

nor the ranges of longest stability, but rather finds a compromise between the two.

The similarity-based steps of the Reign-and-Conquer algorithm depend on the distance

measures used in the Voronoi tessellation. All presented partitions obtained via Reign-

and-Conquer clustering are determined using the Euclidean norm. However, one can also

choose a different distance measure, which can lead to different geometries and thus to

different clustering results. A simple example would be to replace the Euclidean distance

with a Mahalanobis distance, which might be more suitable for data with large variance.

The question of which distance measures are best suited for use in the Reign-and-Conquer

clustering algorithm in different contexts still needs to be explored.

The conceptualisation of the Reign-and-Conquer algorithm within the framework of game

theory opens up a large pool of possibilities for adapting the algorithm’s outcome. This

can be done, for example, by redefining the payoff function. Different payoff functions

can lead to different clustering solutions that are suitable for different purposes.

One of the consequences of using model-based clustering for Step 1 of the Reign-and-

Conquer clustering algorithm is that the method shares some of the beneficial properties

of mixture models. In particular, it is possible to specify the uncertainty of the clustering

solution. A simple way to do this is to take the MCMC output and perform the analysis

of Steps 2 ´ 3 for each MCMC draw. In this way we can calculate the probability of
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an observation belonging to a particular cluster. This aspect of the Reign-and-Conquer

clustering algorithm has not been fully explored and is a possible area for future research.
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Appendix A

Supplementary Information for

Chapter 3

A.1 Properties and Proofs

A.1.1 Expected Residual Lifetime

Let Ftpaq “ P pYt ď aq and F̄tpaq “ P pYt ą aq, and denote the right endpoint as

Lt “ suptx : Ftpxq ă 1u. The expected residual lifetime is given by

mpaq “ EpYt ´ a | Yt ą aq “

şLt

0
F̄tpuqdu

F̄tpaq
.

Analogously

npbq “ EpYt | Yt ď aq “

şa

0
Ftpuqdu

Ftpaq
“

şa

0
uftpuqdu

Ftpaq
.

From the above we can derive the expression we are interested in. Denoting b “ minty0,t`

δ, Lu and a “ maxty0,t ´ δ, 0u we can write:

rpa, bq “ EpYt | a ď Yt ă bq “

şb

a
Ftpuqdu

Ftpbq ´ Ftpaq
“

şb

a
uftpuqdu

Ftpbq ´ Ftpaq
.

Assuming py0,t ´ δq ě 0 and py0,t ` δq ď L and combining these results in this section we

get

µtpδq “ EpZt | Yt P Wδ,tq “ α ` βEpYt | Yt P Wδ,tq

“ α ` β

„

şy0,t`δ

y0,t´δ
Ftpuqdu

Ftpy0,t ` δq ´ Ftpy0,t ´ δq

ȷ

.
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A.2 Parametric Examples of the Comparative Mean

Value

Normal Distribution

Let F pxq “ Φpxq and fpxq “ ϕpxq. Using the results from Johnson et al. (2005, p. 134),

we can write the time-varying comparative mean value as

µδ,t “ αt ` βt

"

θt + σ
ϕ
`x0,t - δ - θt

σ

˘

-ϕ
`x0,t + δ - θt

σ

˘

Φ
`x0,t - δ - θt

σ

˘

-Φ
`x0,t + δ - θt

σ

˘

*

for δ ‰ 0.

Uniform Distribution

Let F pxq “ px ´ aq{pb ´ aq and fpxq “ 1{pb´ aq be respectively the distribution function

and density of a uniform pa, bq distribution. Then:

µδ,t “ αt ` βt
1

x0,t`δ´a
b´a ´

x0,t´δ´a
b´a

ż x0,t`δ

x0,t´δ

x
1

b ´ a
dx

“ αt ` βt
1
2δ
b´a

„

x2

2pb ´ aq

ȷx0,t`δ

x0,t´δ

“ αt ` βt
b ´ a

2δ

"

px0,t ` δq2 ´ px0,t ´ δq2

2pb ´ aq

+

“ αt ` βt

px2
0,t ` 2x0,tδ ` δ2q ´ px2

0,t ´ 2x0,tδ ` δ2q

4δ

“ αt ` βt
4x0,tδ

4δ
“ αt ` βtx0,t

for a ă b and δ ą 0.

Exponential Distribution

Let F pxq “ 1 ´ expp´λ, xq and fpxq “ λ expp´λ, xq be respectively the distribution

function and density of an exponential distribution. Then:
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µδ,t “ αt ` βt

«

1

1 ´ expt´λpx0,t ` δqu ´ r1 ´ expt´λpx0,t ´ δqus

ż x0,t`δ

x0,t´δ

xλ expp´λxqdx

ff

“ αt ` βt

#

1

´ expp´λx0,tq expp´λδq ` expp´λx0,tq exppλδq

„

´
expp´λxqpλx ` 1q

λ

ȷx0,t`δ

x0,t´δ

+

“ αt ` βt

#

expp´λx0,tq exppλδqpλx0,t ´ λδ ` 1q

λ expp´λx0,tqpexppλδq ´ expp´λδqq

´
expp´λx0,tq expp´λδqpλx0,t ` λδ ` 1q

λ expp´λx0,tqpexppλδq ´ expp´λδqq

+

“ αt ` βt
exppλδqpx0,t ´ δ ` 1{λq ´ expp´λδqpx0,t ` δ ` 1{λq

exppλδq ´ expp´λδq

“ αt ` βt

expp2λδqpx0,t´δ`1{λq´px0,t`δ`1{λq

exppλδq

expp2λδq´1
exppλδq

“ αt ` βt
expp2λδqpx0,t ´ δ ` 1{λq ´ px0,t ` δ ` 1{λq

expp2λδq ´ 1

for δ ‰ 0.

Power Distribution

Let fpxq “ tc{pb ´ aqutpx ´ aq{pb ´ aqupc´1q be the density of a power distribution on

ra, bs. The following formula was directly adapted from Ruiz & Navarro (1996, p. 570)

µδ,t “ αt `
βt

c ` 1

«

tcpx0,t ` δq ` aupx0,t ` δ ´ aqct

px0,t ` δ ´ aqct ´ px0,t ´ δ ´ aqct

´
tcpx0,t ´ δq ` aupx0,t ´ δ ´ aqct

px0,t ` δ ´ aqct ´ px0,t ´ δ ´ aqct

ff

for a ď x0,t ´ δ ă x0,t ` δ ď b and c ą 0.

Cauchy Distribution

Let F pxq “ p1{πq arctantpx ´ θq{σu ` 1{2 and fpxq “ p1{πσqσ2{tpx ´ θq2 ` σ2u be

respectively the distribution function and density of a Cauchy distribution.
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µδ,t “ αt ` βt

«

1
1
π arctanp

x0,t`δ´θ
σ q ` 1

2 ´ t 1
π arctanp

x0,t´δ´θ
σ q ` 1

2u

ż x0,t`δ

x0,t´δ

x
1

πσ

σ2

px ´ θq2 ` σ2
dx

ff

“ αt ` βt

#

π

arctanp
x0,t`δ´θ

σ q ´ arctanp
x0,t´δ´θ

σ q

„

σ logtσ2 ` px ´ θq2u ` 2θ arctanpx´θ
σ q

2π

ȷx0,t`δ

x0,t´δ

+

“ αt `
βt

2

«

σrlogtσ2 ` px0,t ` δ ´ θq2u ´ logtσ2 ` px0,t ´ δ ´ θq2us

arctanp
x0,t`δ´θ

σ q ´ arctanp
x0,t´δ´θ

σ q

`
2θparctan

x0,t`δ´θ
σ q ´ arctanp

x0,t´δ´θ
σ q

arctanp
x0,t`δ´θ

σ q ´ arctanp
x0,t´δ´θ

σ q

ff

“ αt ` βtθ`
βtσ

2

logpσ2 ` px0,t ` δ ´ θq2q ´ logpσ2 ` px0,t ´ δ ´ θq2q

arctanp
x0,t`δ´θ

σ q ´ arctanp
x0,t´δ´θ

σ q

for δ ‰ 0.

Pareto Distribution

Let

F pxq “

$

’

&

’

%

θσθ

xθ`1 if x ě σ,

0 if x ă σ,

fpxq “

$

’

&

’

%

1 ´ pσ
x qθ if x ě σ,

0, if x ă σ,

be respectively the distribution function and the density of a Pareto distribution.

Case 1: θ ‰ 1 and x0,t ´ δ ě σ

δ,t “ αt ` βt
1

1 ´ p σ
x0,t`δ qθ ´ t1 ´ p σ

x0,t´δ qθu

ż x0,t`δ

x0,t´δ

x
θσθ

xθ`1
dx

“ αt ` βt
1

σθtpx0,t`δqθ´px0,t´δqθu

px0,t`δqθpx0,t´δqθ

„

θσθx1´θ

1 ´ θ

ȷx0,t`δ

x0,t´δ

“ αt ` βt
θ

1 ´ θ

px0,t ` δqθpx0,t ´ δqθ

px0,t ` δqθ ´ px0,t ´ δqθ

␣

px0,t ` δq1´θ ´ px0,t ` δq1´θ
(

“ αt ` βt
θ

1 ´ θ

#

px0,t ` δqθpx0,t ´ δqθpx0,t ` δq1´θ

px0,t ` δqθ ´ px0,t ´ δqθ

´
px0,t ` δqθpx0,t ´ δqθpx0,t ´ δq1´θ

px0,t ` δqθ ´ px0,t ´ δqθ

+

“ αt ` βt
θ

1 ´ θ

px0,t ´ δqθpx0,t ` δq ´ px0,t ` δqθpx0,t ´ δq

px0,t ` δqθ ´ px0,t ´ δqθ

for δ ‰ 0.
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Case 2: θ “ 1 and x0,t ´ δ ě σ

δ,t “ αt ` βt
1

1 ´ σ
x0,t`δ ´ p1 ´ σ

x0,t´δ q

ż x0,t`δ

x0,t´δ

x
σ

x2
dx

“ αt ` βt
1

σtpx0,t`δq´px0,t´δqu

px0,t`δqpx0,t´δq

„

σ logpxq

ȷx0,t`δ

x0,t´δ

“ αt ` βt
px0,t ` δqpx0,t ´ δqtlogpx0,t ` δq ´ logpx0,t ´ δqu

2δ

“ αt ` βt

px2
0,t ´ δ2q logp

x0,t`δ
x0,t´δ q

2δ

for δ ‰ 0 and x0,t ˘ δ ‰ 0.

Laplace Distribution

Let

F pxq “

$

’

&

’

%

1
2 exppx´θt

σt
q if x ď θt,

1 ´ 1
2 expp´x´θt

σt
q if x ě θt,

, fpxq “
1

2σ

$

’

&

’

%

expp´ θ´x
σ q if x ă θ,

expp´x´θ
σ q if x ě θ,

be respectively the distribution function and the density of a Laplace distribution.

Case 1: x0,t ` δ ă θ

µδ,t “ αt ` βt
1

1
2 expp

x0,t`δ´θ
σ q ´ 1

2 expp
x0,t´δ´θ

σ q

ż x0,t`δ

x0,t´δ

x
1

2σ
expp´

θ ´ x

σ
q dx

“ αt ` βt
2

expp
x0,t´θ

σ qtexpp δ
σ q ´ expp ´δ

σ qu

„

px ´ σq exppx´θ
σ q

2

ȷx0,t`δ

x0,t´δ

“ αt ` βt

px0,t ` δ ´ σq expp
x0,t`δ´θ

σ q ´ px0,t ´ δ ´ σq expp
x0,t´δ´θ

σ q

expp
x0,t´θ

σ qtexpp δ
σ q ´ expp ´δ

σ qu

“ αt ` βt

expp δ
σ qpx0,t ` δ ´ σq ´ expp ´δ

σ qpx0,t ´ δ ´ σq

expp δ
σ q ´ expp ´δ

σ q

“ αt ` βt

expp 2δ
σ qpx0,t ` δ ´ σq ´ x0,t ` δ ` σ

expp 2δ
σ q ´ 1

for δ ‰ 0.
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Case 2: x0,t ´ δ ă θ ď x0,t ` δ

δ,t “ αt ` βt
1

1 ´ 1
2 expp´

x0,t`δ´θ
σ q ´ 1

2 expp
x0,t´δ´θ

σ q
"
ż θ

x0,t´δ

x
1

2σ
expp´

θ ´ x

σ
qdx `

ż x0,t`δ

θ

x
1

2σ
expp´

x ´ θ

σ
qdx

*

“ αt ` βt
2

2 ´ expp´
x0,t`δ´θ

σ q ´ expp
x0,t´δ´θ

σ q
"„

px ´ σq exppx´θ
σ q

2

ȷθ

x0,t´δ

`

„

´
px ` σq expp θ´x

σ q

2

ȷx0,t`δ

θ

*

“ αt ` βt

#

pθ ´ σq ´ px0,t ´ δ ´ σq expp
x0,t´δ´θ

σ q

2 ´ expp´
x0,t`δ´θ

σ q ´ expp
x0,t´δ´θ

σ q

´
px0,t ` δ ` σq expp

θ´x0,t´δ
σ q ´ pθ ` σq

2 ´ expp´
x0,t`δ´θ

σ q ´ expp
x0,t´δ´θ

σ q

+

“ αt ` βt

2θ ´ px0,t ´ δ ´ σq expp
x0,t´δ´θ

σ q ´ px0,t ` δ ` σq expp
θ´x0,t´δ

σ q

2 ´ expp´
x0,t`δ´θ

σ q ´ expp
x0,t´δ´θ

σ q

for δ ‰ 0.

Case 3: θ ď x0,t ´ δ

δ,t “ αt ` βt

#

1

1 ´ 1
2 expp´

x0,t`δ´θ
σ q ´ t1 ´ 1

2 expp´
x0,t´δ´θ

σ qu

ż x0,t`δ

x0,t´δ

x
1

2σ
expp´

x ´ θ

σ
qdx

+

“ αt ` βt
2

expp´
x0,t´δ´θ

σ q ´ expp´
x0,t`δ´θ

σ q

„

´
pσ ` xq exppx´θ

σ q

2

ȷx0,t`δ

x0,t´δ

“ αt ` βt

px0,t ` δ ´ σq expp
θ´x0,t`δ

σ q ´ px0,t ` δ ` σq expp
θ´x0,t´δ

σ q

expp
θ´x0,t`δ

σ q ´ expp
θ´x0,t´δ

σ q

“ αt ` βt

px0,t ` δ ´ σq expp δ
σ q ´ px0,t ` δ ` σq expp´ δ

σ q

expp δ
σ q ´ expp ´δ

σ q

“ αt ` βt

expp 2δ
σ qpσ ` x0,t ´ δq ´ σ ´ x0,t ´ δ

expp 2δ
σ q ´ 1

for δ ‰ 0.

A.3 Further Monte Carlo Evidence

In this section we assess the finite sample performance of the time-varying comparative

sample mean and the smooth time-varying comparative sample mean in two scenarios

where the response is subject to a jump or discontinuity. The data generating processes
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are described in Table A.3.1. The simulated data are essentially modifications of the data

used in scenarios from Section 3.3.1. This section introduces a jump at time point t “ 70.

All fits presented in this section follow the same of attack as in Section 3.3 (e.g. choice

of bandwidth, number of Monte Carlo runs). As it can be seen from Figs A.1–A.2,

despite the presence of the jump, the proposed approach still fits the true targets quite

closely. Despite the good performance of the proposed methods under such discontinuity,

as mentioned in the section, if jumps are to be expected then versions of the proposed

time-varying comparative value that resort to models for curves with jumps (e.g. Gijbels

et al., 2004; Kang, 2020) or to wavelets (Abramovich et al., 2000)—rather than local

polynomial methods—may be more natural.

Table A.3.1: Data generating processes used over the simulation study with jumps; we

use the shape-scale parametrisation of the Gamma distribution.

Data generating process

Data t ď 70 t ą 70

Jump scenario A

Covariate pXi,tq Gammapexppt{100q, exppt{100qq Gammapexppt{100q, exppt{100qq

Response pYi,tq Gammaptsinpt{10q ` t{10u2{t, 2q Gammaptsinpt{10q ` t{10u2 ` t{t, 2q

Jump scenario B

Covariate pXi,tq Np| sinpt{10q ` 1|, 5q Np| sinpt{10q ` 1|, 5q

Response pYi,tq 5 + 2 Xi,t 12 + 2 Xi,t

A.4 Non-statistical Comparison: Expense to Income

Ratio

In this section we present the expense to income ratios for MD users for whom the

time-varying comparative mean expenses were discussed in Section 3.4. The calculated

ratios can be found in Figure A.3. While financial ratios are commonly used by

academics, regulatory institutions and financial institutions (e.g. see Bae et al., 2005;

Greninger et al., 1996; Melzer, 2017; OECD, 2020)—for a review see Harness et al.

(2008)—financial ratios were constructed for other purposes than for subject-to-group

comparison and are not based on any statistical methodology.
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nt “ 1, 000

nt “ 10, 000

nt “ 1, 000

nt “ 10, 000

Figure A.1: Jump Scenario A: Top two rows show the single run experiment, and the bottom two rows the
Monte Carlo simulation. The time-varying comparative sample mean 3.7 is represented by the triangles (▲).
The grey curves represent the customer smooth time-varying comparative sample means 3.9, and the black curve
is the true comparative mean value 3.6. The x-axis denotes time, and the number of subjects in the window of
comparison, kt.
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nt “ 1, 000

nt “ 10, 000

nt “ 1, 000

nt “ 10, 000

Figure A.2: Jump Scenario B: Top two rows show the single run experiment, and the bottom two rows the
Monte Carlo simulation. The time-varying comparative sample mean 3.7 is represented by the triangles (▲).
The grey curves represent the customer smooth time-varying comparative sample means 3.9, and the black curve
is the true comparative mean value 3.6. The x-axis denotes time, and the number of subjects in the window of
comparison, kt.
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Figure A.3: Expense to income ratio: selected MD users for 2017.
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Appendix B

Supplementary Information for

Chapter 4

B.1 Preparation

Before getting started with the proofs we lay the groundwork. The proof of

Theorem 4.2.2 uses the following representation of the conquering function

Cpuq “

d
ź

j“1

Kj ´
ÿ

iPI

1Du
piq, (B.1)

which follows directly from (4.10). Here, 1A is the indicator of set A and in the proof we

will make use of some of its well-known properties (e.g., Rasmussen & Williams, 2019,

Chapter 1), such as

lim sup
nÑ8

1An
“ 1lim supnÑ8 An

, lim inf
nÑ8

1An
“ 1lim infnÑ8 An

. (B.2)

Since (B.2) holds for both lim sup and lim inf it follows that limnÑ8 1An
“ 1limnÑ8 An

.

Recall in addition that if tAnu is an nondecreasing sequence of sets, then its limit is the

infinite union, that is

An Ď An`1 ùñ lim
nÑ8

P pAnq “

8
ď

n“1

An. (B.3)

See, for instance, Rasmussen & Williams (2019, Proposition 1.4.1). Finally, the proof of

Claim d) in Theorem 4.2.2 will make use of the Lebesgue measure over the unit interval,

λpra, bsq “ b ´ a, for ra, bs Ď r0, 1s.

Proof of Theorem 4.2.2.
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a) Consider pu, vq P r0, 1s2 such that u ď v. Then, whenever P pAiq ď u it follows that

P pAiq ď v; or in other words Du Ď Dv, which in turn implies that 1Dupiq ď 1Dv piq.

Hence,

´
ÿ

iPI

1Du
piq ě ´

ÿ

iPI

1Dv
piq ùñ

d
ź

j“1

Kj ´
ÿ

iPI

1Du
piq ě

d
ź

j“1

Kj ´
ÿ

iPI

1Dv
piq

ùñ Cpuq ě Cpvq,

from where the final result follows.

b) First note that the proof of Claim a) implies that Du is a nondecreasing, in the

sense Du Ď Dv, for any u ď v with pu, vq P r0, 1s2. Next, consider an arbitrary

u P r0, 1s and a sequence un such that un Ñ u, with un ď u for every n P N. Then,

for a sufficiently large n it holds that un ď un`1 which in turn implies that

Dun
Ď Dun`1

. This, along with (B.3) and the fact that Du is nondecreasing, implies

that limnÑ8 Dun “
Ť8

n“1 Dun
“ Du. Finally, (B.1) and (B.2) then yield that

lim
nÑ8

Cpunq “

d
ź

j“1

Kj ´
ÿ

iPI

lim
nÑ8

1Dn
piq

“

d
ź

j“1

Kj ´
ÿ

iPI

1limnÑ8 Dnpiq

“

d
ź

j“1

Kj ´
ÿ

iPI

1Dupiq “ Cpuq,

which concludes the proof.

c) Trivially, since Claim a) shows that Cpuq is nonincreasing it follows that for every

u P r0, 1s,

Cpuq ě Cp1q “

d
ź

j“1

Kj ´ |D1| “ 0,

where the final equality is a consequence of the fact that

|D1| “ |ti : P pAiq ď 1u| “ |tAi : i P Iu| “
śd

j“1 Kj . The final result then follows

from (B.1) and (B.2) by noting that for every u P r0, 1s,

Cpuq ď Cp0q “

d
ź

j“1

Kj ´ |D0| “

d
ź

j“1

Kj ,

since |D0| “ |ti : P pAi,jq ď 0u| “ |H| “ 0.
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d) First note that,

1Dc
u

piq “

$

’

&

’

%

1, i P Dc
u,

0, i PP Du,

“

$

’

&

’

%

1, 0 ď u ă P pAiq,

0, otherwise.

(B.4)

Next, observe that |Dc
u| “

ř

iPI 1Dc
u

piq which along with (B.4) yields

ż 1

0

Cpuqdu “

ż 1

0

|Dc
u|du “

ÿ

iPI

ż 1

0

1Dc
u

piqdu “
ÿ

iPI

ż

r0,P pAiqs

du

“
ÿ

iPI

λpr0, P pAiqsq “
ÿ

iPI

P pAiq “ 1,

which concludes the proof.

B.2 Step Function Representation, Plateau, and

Edge

This part of the appendix shows formally that the conquering function is a step function

with a finite number of steps (provided that K1, . . . ,Kd are finite), and it uses that

representation so to formally define the plateau and the edge. As a consequence of (B.1)

and of (B.4) in Appendix B.1 it holds that

Cpuq “

d
ź

j“1

Kj ´
ÿ

iPI

1Du
piq “

d
ź

j“1

Kj ´
ÿ

iPI

1r0,P pAiqqpuq

“
ÿ

iPI

t1 ´ 1r0,P pAiqqpuqu “
ÿ

iPI

1rP pAiq,1spuq,

(B.5)

where the final equality follows from the well-known property of the indicator,

1 ´ 1B “ 1Bc . Hence, Equation (B.5) shows that Cpuq is a step function with a

maximum of |I| “
śd

j“1 Kj steps. Given this representation, it follows that

plateau “ sup

"

u : Cpuq “ max
iPI

rP pAc
i qs

*

, edge “ argmax
u

, Cpuq ´ Cpu`q.

In words, the plateau is the value at which the longest plateau of Cpuq ends, and the

edge is the value at which the largest jump on Cpuq occurs.
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Bulò, S. R., & Pelillo, M. (2017). Dominant-set clustering: A review. European Journal

of Operational Research, 262 (1), 1–13.

Cai, J. J., Einmahl, J. H., Haan, L., & Zhou, C. (2015). Estimation of the marginal

expected shortfall: the mean when a related variable is extreme. Journal of the Royal

Statistical Society, Ser. B, 77 (2), 417–442.

Castro, R. M., Coates, M. J., & Nowak, R. D. (2004). Likelihood based hierarchical

clustering. IEEE Transactions on signal processing, 52 (8), 2308-2321.

Celeux, G., & Govaert, G. (1992). A classification EM algorithm for clustering and two

stochastic versions. Computational statistics & Data analysis, 14 (3), 315-332.

Celeux, G., & Govaert, G. (1995). Gaussian Parsimonious Clustering Models. Pattern

Recognition, 28, 781–793.

Charrad, M., Ghazzali, N., Boiteau, V.,& Niknafs, A. (2014). NbClust: an R package for

determining the relevant number of clusters in a dataset. Journal of statistical

software, 61, 1-36.

Cheeseman, P. C., & Stutz, J. C. (1996). Bayesian classification (AutoClass): theory

and results. Advances in knowledge discovery and data mining, 180, 153-180.

Chen, M., & Ludtke, S. J. (2021). Deep learning-based mixed-dimensional Gaussian

mixture model for characterizing variability in cryo-EM. Nature methods, 18 (8),

930-936.

Cheng, L., & Zagat, E. (2019). U.S. patent no. 10,453,152. Washington, DC: U.S.

Patent and Trademark Office.

Chung, D., & Keles, S. (2010). Sparse partial least squares classification for high

dimensional data. Statistical applications in genetics and molecular biology, 9 (1).

Cressie, N. (1990). The origins of kriging. Mathematical geology, 22, 239-252.

DasGupta, A. (2008). Asymptotic theory of statistics and probability. New York:

Springer.

Davies, D. L., & Bouldin, D. W. (1979). A cluster separation measure. IEEE

transactions on pattern analysis and machine intelligence, (2), 224-227.

Day, N. E. (1969). Estimating the components of a mixture of normal distributions.

Biometrika, 56 (3), 463-474.

de Carvalho, M., Venturini, G. M., & Svetlošák, A. (2022). A parallelisable model-based
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Óskarsdóttir, M., Bravo, C., Sarraute, C., Vanthienen, J., & Baesens, B. (2019). The

value of big data for credit scoring: Enhancing financial inclusion using mobile phone

data and social network analytics. Applied Soft Computing, 74, 26–39.

121



Park, H. S., & Jun, C. H. (2009). A simple and fast algorithm for k-medoids clustering.

Expert Systems with Applications, 36, (2), 3336–3341.

Peterka, T., Morozov, D., & Phillips, C. (2014). High-performance computation of

distributed-memory parallel 3D Voronoi and Delaunay tessellation. SC’14:

Proceedings of the International Conference for High Performance Computing,

Networking, Storage and Analysis, IEEE, 17, (1), 997-–1007.

Pfitzner, D., Leibbrandt, R., & Powers, D. (2009). Characterization and evaluation of

similarity measures for pairs of clusterings. Knowledge and Information Systems,

19(1), 361–394.

Porter, R., Nudelman, E., & Shoham, Y. (2008). HSimple search methods for finding a

Nash equilibrium. Games and Economic Behavior, 63, 642–662.

Prawitz, A. D., Garman, E. T., Sorhaindo, B., O’Neill, B., Kim, J., & Drentea, P.

(2006). In Charge financial distress/financial well-being scale: Development,

administration, and score interpretation. Financial Counseling and Planning, 17(1),

34–50.

R Development Core Team (2022). R: A Language and Environment for Statistical

Computing. Vienna, Austria: R Foundation for Statistical Computing

Racine, J. S. (2001). Bias-corrected kernel regression. Journal of Quantitative

Economics, 17, 25–42.

Racine, J. S. (2019). An introduction to the advanced theory of nonparametric

econometrics: a replicable approach using R.. Cambridge University Press.

Rasmussen, C. E., & Williams, C. K. I. (2006). Gaussian processes for machine learning.

Cambridge, MA: MIT Press.

Resnick, S. (2019). A Probability Path. New York: Springer.

Richardson, S., & Green, P. J. (1997). On Bayesian analysis of mixtures with an

unknown number of components (with Discussion). Journal of the Royal Statistical

Society: Series B (Statistical Methodology), 59, 731–792.

Rigon, T., Herring, A. H., & Dunson, D. B. (2023). A generalized Bayes framework for

probabilistic clustering. Biometrica, (1).

Rosenbaum, P. R., & Rubin, D. B. (1983). The central role of the propensity score in

observational studies for causal effects. Biometrika, 70 (1), 41–55.

122



Rousseeuw, P. J. (1987). Silhouettes: a graphical aid to the interpretation and validation

of cluster analysis. Journal of computational and applied mathematics,20, 53-65.

387-397.

Ruiz, J., & Navarro, J. (1996). Characterizations based on conditional expectations of

the doubled truncated distribution. Annals of the Institute of Statistical Mathematics,

48, 563–572.

Salamzadeh, A., Ebrahimi, P., Soleimani, M., & Fekete-Farkas, M. (2022). Grocery Apps

and Consumer Purchase Behavior: Application of Gaussian Mixture Model and

Multi-Layer Perceptron Algorithm. Journal of Risk and Financial

Management,15 (10), 424.

Schwarz, G. (1978). Estimating the dimension of a model. The annals of statistics,

461-464.

Scott, A. J., & Symons, M. J. (1971). Clustering methods based on likelihood ratio

criteria. Biometrics, 387-397.

Shen, P. S. (2010). Nonparametric analysis of doubly truncated data. Annals of the

Institute of Statistical Mathematics, 62, 835–853.

Simonoff, J. S. (2012). Smoothing methods in statistics. New York: Springer Science &

Business Media.

Sinaga, K. P., & Yang, M. S. (2020). Unsupervised k-means clustering algorithm. IEEE

Access (8), 80716-80727.

Singh, D., Febbo, P. G., Ross, K., Jackson, D. G., Manola, J., Ladd, C., ... & Sellers, W.

R. (2002). Gene expression correlates of clinical prostate cancer behavior. Cancer

cell1 (2), 203-209.

Stahl, D., & Sallis, H. (2012). Model-based cluster analysis. Computational

Statistics4 (4), 341-358.

Stephens, M. (2000). Dealing with label switching in mixture models. Journal of the

Royal Statistical Society: Series B (Statistical Methodology)62, 795–809.

Stranieri, A., McInnes, A. N., Hashmi, M., & Sahama, T. (2021). Open Banking and

Electronic Health Records. Proceedings of the Australasian Computer Science Week

Multiconference, 1–4.
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